Responses to Referees

R360 Bridging Structural Biology and Genomics:

Assessing genome-wide protein-protein interaction datasets using the structures of known protein complexes

Aled M. Edwards1,4, Bart Kus1, Ronald Jansen2, Dov Greenbaum2, Jack Greenblatt1 and Mark Gerstein2,3,4
Editor’s Comments

1.  General Comments

	Comments:

Thank you for your article that has been seen by four referees whose reviews are attached. The  referees

are divided about the papers merits‑(largely determined by their own belief in large scale interaction

maps!). I think the paper makes a number of important points and feel we should publish it but only

after some considerable modification. I have some comments, some of which are on the marked up

copy of the manuscript and some outlined below.

The first part of the paper is great‑and and is fairly straightforward. One referee (ref. 1) suggests focusing on the X‑ray structures (which I think is an important and original contribution) and leaving out the MIPS data. I disagree although he is clearly right in that you are mixing data of different qualities I think the MIPS work can add to the debate.

	Authors’ Response

Thanks! We understand that the usage of different data sets may be confusing, and have attempted to clarify the paper in this regard.  Unfortunately, the limited number of interaction data sets with which we have enough confidence in to use as references is quite limited, and as such, we have to mix different sets of varying quality.

We have tried to clarify in the text how the inclusion of the MIPS data adds to the analysis. 

	Changes in Text:

From Abstract 

Furthermore, comparison amongst genome-wide datasets and between them and a larger (but less well resolved) group of 174 complexes also shows marked inconsistencies. 

See also Section titled:

“Broadening the comparisons to 174 complexes”




2.  Figure 1

	Reviewers Comments:

 However I am totally confused by what seems to be calculations from an example of three complexes illustrated in fig1 and calculations from the whole MIPS database. Please use the illustration as an example of how the calculations on the whole database are done.

	Authors’ Response 

From the reviewers’ comments we realize that the figure was somewhat confusing. 

The illustration is used to schematize the interactions that we discuss.

We have redrawn and simplified the figure to less ambiguously and more clearly represent these concepts. 

We have added to the supplementary data website graphs of real interaction networks, helping to explain how the calculations were done. We have attached printouts of some of these. 

	Changes in Text:

Figure 1 Caption:

We systematically compared the interaction datasets with the complexes.  In general, we do not know the structure of the complexes in the MIPS catalog, so we simply counted which interactions from the genome-wide datasets are between proteins that are in the same MIPS complex.  Figure 1 illustrates schematically the situation: the proteins in the dashed circle all belong to the same protein complex, and the dashed lines between the proteins indicate all theoretically possible protein-protein interactions within this complex.  The red lines indicate schematically the interactions of a genome-wide dataset.



3.  With regard to the two newly published similar works:

	Reviewers Comments:

 As some of the referees point out there have been two further publications on this topic, one in Nature and one in Molecular Cell. It would be good if in this review these papers might be discussed and the new information added by your contribution emphasized.

How much information does your analysis of MIPS add to the data in the already published papers? Can you outline what is new and different?

	Authors’ Response 
While we had initially submitted the manuscript prior to the publication of these two articles, we agree that they add important information to the topic at hand have included a discussion of the papers and how they fit in within the framework of our observations.  Additionally we show how our work adds additional ideas to the field, outside of the ideas discussed in these other two papers.

	Change in Text:

Recently, some papers have attempted to evaluate the quality of these interaction datasets, by either integrating additional annotation, e.g. synexpression among interacting proteins, or through comparison with reference interaction sets 30, 36-37,41. The conclusions from these studies were that the interaction datasets contain false positive information and are missing many true protein interactions.  

Our paper provides two complementary analyses of the reliability of protein interaction datasets.  First, we use information provided through X-ray crystallography of several macromolecular complexes to provide validated interactions that serve as a basis set for comparison with the interaction databases.  Second, on a somewhat larger scale, we compared the interactions in the known complexes in the curated MIPS database, with those that had been determined using genome-wide approaches. (See website for more extensive discussion of MIPS complexes).

…

See also Section titled:

“Broadening the comparisons to 174 complexes”


4.  Further regarding the Nature and Molecular Cell papers

	Reviewers Comments:

For instance both papers discuss the correlation or lack of it from gene expression data and other sources‑do we need a mention of that again? Could the paragraph on expression data either be removed or strengthened to include a more thorough discussion of these papers?

	Authors’ Response

We agree with the editor’s comments and have removed this discussion.


5. Minimize summary section and mention pertinent facts

	Reviewers Comments:

Summary: must be less than 150 words. Some suggestions for cuts are indicated. The summary

does not mention your results from the MIPS database.

	Authors’ Response 
As suggested, we rewrote the summary to comply with the journal guidelines and have also added information regarding the MIPS analysis

	Change in Text

There is a large effort to map protein-protein interactions on a genome-wide scale.  The utility of the resulting interaction networks depends on the reliability of the experimental methods and coverage of the approaches. Known macromolecular complexes provide a defined and objective set of protein interactions to which biochemical and genetic data can be compared and validated.  We show a significant fraction of the protein-protein interactions in genome-wide datasets, as well as many of the individual interactions reported in the literature, were inconsistent with the known 3D structures of three recent complexes (RNA polII, Arp2/3 and the proteasome). Furthermore, comparison amongst genome-wide datasets and between them and a larger (but less well resolved) group of 174 complexes also shows marked inconsistencies. Finally, individual interaction datasets, being inherently noisy, are best used when integrated together, and we show how simple Bayesian approaches can combine them, significantly decreasing error rate. 


6. Introductory section

	Reviewers Comments:  

P2. In the section on Background you need some sort of connecting paragraph saying that recently a number of large, scale experiments have been performed to look at protein interactions on a proteome or genome wide scale, frequently the results do not concur‑so it is important to have some idea about how reliable these methods are. It might also be worth pointing out that in (say yeast) with a potential 36M pairwise interactions between proteins a small fraction of false positives can easily swamp any true positives.

	Authors’ Response 

Although we had initially attempted to be as brief as possible, we will expand this section to provide a better introduction to the paper.  We also agree with your assertion regarding the swamping of true positives and will include it in the paper

	Change in Text:

Many large-scale protein interaction datasets have been published, each attempting to completely characterize the interactome - the set of all protein interactions in a cell22,23,27,28 (See supplementary material website for a summary of the different techniques, http://genecensus.org/integrate/interactions.) These data sets, while extensive, miss many of the interactions, and report spurious interactions as well (e.g. see ref. 28).  In order to use these data sets to build robust and statistically significant protein interaction networks, it will be essential to quantify the intrinsic error rates in these experiments.  This is challenging yet critical: challenging, in that it is difficult to define a basis protein interaction dataset with which to validate the experimentally-identified interactions; yet critical, because in yeast, for example, there are a possible 18 million possible protein interactions (given 6,000 proteins), of which only a small fraction is biologically relevant. With some many potential interactions, even a very small false positive rate can create a large amount of spurious interactions that swamp out the real ones.




7.  Nature of the biochemical experiments

	Reviewers Comments: 

P4. Pull‑down experiments. Would it be an idea to give a little more detail‑were the recombinant proteins all expressed in a single organism‑say yeast? Was the co‑precipitation an immunoprecipitation to an epitope, tag? Are these experiments from a number of laboratories or only one? If from a number of labs were the results equally wrong from all of them?

	Authors’ Response 

Again, our initial attempt was to be as concise as possible, this has unfortunately resulted in a shortage of some essential information; we have included a table where many of these questions are answered.  Additionally, we have revised the text to include more basic information regarding each of the experiments, including brief descriptions of their methodologies.

	Change in Text

In one series of experiments with RNA polymerase II subunits, every recombinant subunit was cloned into baculoviruses as either a GST-tagged or an untagged protein.  Every combination of individual GST-tagged subunits and non-tagged subunits were co-expressed and precipitated, generating a comprehensive set of inter-subunit pairwise interactions 12-16.  This is a common and accepted strategy (‘pull-down’) to define binary protein-protein interactions. 

See also Table 1 where we present the data from each lab individually


8.  Further on regarding the nature of the biochemical experiments

	Reviewers Comments: 

P4 I think we need to make a clearer distinction between the in vitro experiments mentioned at the top of this page and the in vivo ones mentioned later. Perhaps an extra sentence of explanation could say that in the in vitro set the question is whether the second protein is co‑precipitated with the tagged first. In the in vivo the question is what proteins are pulled down in a complex with the affinity tagged one. So the first is pairwise‑the second is multiple.

	Authors’ Response

We agree with the editor’s observation and our substantial rewriting of this portion of the paper makes this clear. We now make clear that the Y2H provides binary data whereas the TAP-tagging experiments provide whole complexes. 

	Change in Text
...For multi-protein complexes, this method does not provide information about binary protein interactions, but rather describes the collection of proteins that are stably associated with the tagged protein.



9.   More description on the genetic data sets

	Reviewers Comments: 

P5. Genetic approaches: I think an introductory line saying a directed approach is one where a particular bait is used to fish in an expression library for prey, the genome‑wide is library vs. library. You should point out that the libraries in some of the genome‑wide were not comprehensive

	Authors’ Response

We now extensively talk about how the genome-wide experiments were not comprehensive and focused on different subsets of ORFs. 

We are adding a box describing all of our data sources which we will make available on the website associated with the paper.  We clarify this in the box as well as in the text.

	Change in Text:

The yeast two-hybrid (Y2H) method identifies interactions between two recombinant proteins expressed in yeast cells.   …

Biochemical interactions can also be discovered using ‘pull-down’ experiments in vivo.  In these experiments, a protein tag is engineered onto a specific subunit and the gene for the tagged subunit added back into the cell.  The tagged protein is then purified from cell lysates using affinity chromatography, and the co-purifying proteins identified. For multi-protein complexes, this method does not provide information about binary protein interactions, but rather describes the collection of proteins that are stably associated with the tagged protein. 

See also:
Overlap between MIPS complexes and genome-wideY2H interaction datasets 

In Table 2, we present a comprehensive overview of the overlap between the MIPS complexes and the other data sets. Each dataset is defined on a different subset of genes, which makes comparison between the sets non-trivial. Moreover, when we look at the intersections between the datasets we find that they are fairly small. (This is illustrated in Figure 2.) This arises for two reasons: (i) the different subsets of genes and, additionally, (ii) the different interactions for the same sets of proteins in each dataset.  Consequently, in the analysis we consider both how many interactions and how many genes are shared between the datasets and the complexes. This allows us to separate the two effects from one another.


10. Clarification of the false negative rates derived from X-ray work

	Reviewers Comments: 

P5. The section on the false negative rates needs clarifying. Do the 33 interactions include the 12 Are the 14 interactions those confirmed by X‑ray? I don't follow where the 5 missed reactions comes from.

	Authors’ Response

We agree that this section seems to be unclear, and we have revised it to be less confusing.

	Change in Text:

We were able to use the structural information to estimate the false negative rates in Y2H screens.  Our analysis was restricted to the Arp2/3 and proteasome complexes because the RNA polymerase II subunits were omitted in the Y2H (they are known to score positively in the absence of a protein partner). The individual proteasomal subunits were screened against the rest of the yeast proteome by Cagney and colleagues 25, and 12 interactions between the subunits were revealed.  Of these 12 interactions, eight were also found in the crystal structure and have contact surfaces that exceeded 800Å2.  Since the crystal structure revealed 14 interactions between subunits, this directed Y2H approach missed six out of fourteen interactions (43%).  When interactions among Arp2/3 subunits were tested directly using Y2H screens, 71% of subunit-subunit interactions present in the Arp2/3 crystal structure were not detected26.   


11.  Adding a box to describe data sets

	Reviewers Comments: 

P6. It would help (perhaps in a box) to have a description of the MIPS database. Are the members of a MIPS complex supported by biochemical and genetic approaches for instance?

	Authors’ Response 

We have included a box on the web site associated with the paper that details some of the information regarding the diverse datasets and their makeup. We are attaching a printout of this. 

	Change in Text


12. Rewrite the section:  Estimating error rates in genome-wide studies of protein-protein interactions
	Reviewers Comments: 

P6. Estimating....The section is not written clearly. You mix up the specific example illustrated in fig 1 with the overall MIPS sample. 

	Authors’ Response

We have rewritten this section and the figure caption to be clearer and less confusing and we have also removed the previous figure.

	Change in Text

The proteasome and Arp2/3 subunits were also analyzed as part of several genome-wide Y2H screens. In the first, carried out by Uetz and colleagues27, 31, five interactions involving proteasome subunits and other proteins were uncovered, but not one interaction between two known proteasomal subunits was found.  This data set also did not contain any interactions between Arp2/3 subunits.  A subsequent two-hybrid screen carried out by Ito et al. 28 identified 30 interactions between proteasome subunits and non-proteasome proteins, but only one intra-complex interaction.  This interaction was, in fact, present in the crystal structure.  In order to reduce the extent of false positive information in their dataset, Ito and colleagues created a “core data set” that was filtered (taking only data validated by more than three interaction sequence tags28) to reduce false positive information. This core data set eliminated protein-protein interaction data that did not appear at least three times in their screen. This filtering process eliminated the single correct proteasome interaction from the dataset.  The Ito et al. screen correctly identified one interaction between Arp2/3 subunits, and this interaction was maintained in the “core data set”.

In summary, we estimate that the false negative rate in directed two-hybrid screens ranges from about 43-71%, while the rate was even higher in genome-scale applications of the Y2H method. 

…

How many of the MIPS complex interactions do the Uetz data miss? This, of course, depends on how many interactions we count in the MIPS complexes.  We can estimate that the 78 proteins that are both in the Uetz data and the MIPS complexes must be connected by between 102 and 333 existing interactions (using minimum and maximum numbers of interactions for complexes; see above and the website for a detailed derivation of these values).  Thus, the Uetz data missed between 52 and 283 (102 - 50 and 333 - 50) existing interactions, implying a false negative rate between 51 and 85% (52/102 and 283/333).

One can analyze the other two-hybrid datasets in a similar fashion.  The Ito data has a false negative rate between 76 – 96%; the corresponding values for the Ito core data are 45 – 74%.




12b.  Rewrite the paragraph

	Reviewers Comments: 
…You should start by saying that to extend your results you  consider the MIPS database.  Then to say that to illustrate the approach you take the sample of three typical complexes containing 31 proteins (actually I don't see 31 proteins only 27) (stress that apart from the complex whose 3‑D structure is known the others are inferred from MIPS). In fig. 1 what is the complex whose 3D structure is known? And what are the other examples shown? Or are these hypothetical examples to illustrate a point? This is unclear from the text. Then in the  first panel of the figure you illustrate the interactions found in the example and also the center part of the table (which‑refers to this data? Or the whole MIPS data set‑its not clear). Then in fig 1B show the tables for the rest of the MIPS data set. The text should perhaps follow the same order specific example first‑then generalization to the whole MIPS database 

	Authors’ Response

The irksome figure has been totally redone. We have completely rewritten the associated text. Finally, we have completely revised table 1. We have added a new figure, figure 2, which illustrates the overlaps in the old table 1 in a more graphical way. 

	Change in Text

… In order to broaden our study, we looked at a larger set of complexes listed in the MIPS database.  This comprises complexes that are manually annotated from the yeast literature. From the MIPS complexes catalogue, we identified 174 protein complexes that contain from 2 to 81 proteins each. The structures of the complexes in the MIPS complexes catalog are generally not known; consequently, it is impossible to perform 3D-structure-based analyses. However, we can still use them as a quality control for the genome-wide data sets. Their use broadens our analysis by orders of magnitude.  …

FIGURE 2

Figure 2 shows the size of the different genome-wide datasets and their possible intersections and their consistency with the MIPS complexes catalog.

The bars (relating to the left y-axis) indicate the number of interactions in each individual dataset and each possible intersection of the datasets (for instance, “Ito + Uetz” contains only interactions that are both within Ito and Uetz).  The dotted line (relating to the right y-axis) shows what fraction of these interactions overlap with protein pairs within the same MIPS complex.  We show this for both the individual datasets (left), pair-wise intersections of datasets (middle) and higher order intersections (3 or more datasets).  As the degree of intersection among the datasets increases, the fraction of interactions within the same MIPS complex increases.  The different datasets are complementary and cover more interactions than each dataset individually.



13.   What is the Discovery Fraction

	Reviewers Comments: 

P7. 1st paragraph. I am confused by the "Discovery fraction" what you seem to be saying is that 2‑hybrid will show that between 0.6%‑6% of all possible potential interactions will be detected‑whether they are real or not. But that the X-ray work shows that most of these are not real. Is this the point?

	Authors’ Response

We realize that the text was somewhat confusing and we have removed the discussion of the discovery fraction.


14.  Reorder paragraphs

	Reviewers Comments: 

P7. Comparing ... This should be earlier when you link the specific example to the generalization.

	Authors’ Response 

We have rewritten the text.  


Reviewer #1

1.  Confusion regarding the message of the paper

	Reviewers Comments: 

There is a fundamental problem with this manuscript. It is a mix of two components‑ neither of which is pursued deeply and there is confusion about the messages.

	Authors’ Response

Our analysis is, due to the limitations of the journal stated as briefly and succinctly as possible.  We feel, independent of the length of the paper, that the underlying data supports our conclusions. Additionally, we feel the necessity to analyze  multiple data types, as the integration of more data sources is important to strengthen the results and confirm annotation.  We note that we have previously shown how the integration of more, even tangential data, is helpful in verifying results.  We have tried to be more explicate, where possible, to clarify our message.

	Change in Text

i.e.

Data integration

We have seen that both genome-wide and smaller conventional interaction datasets can be noisy and inaccurate. If the noise is not systematically biased, it should be possible to improve the accuracy of the datasets by integrating the information within them. The recent trend is to combine a variety of experimental information -- including transcription co-expression, co-localization, essentiality data, and functional annotations -- to help predict and validate protein-protein interactions.30,34-40 In general, data integration, combining multiple, independent sources, should increase the degree to which the known complex interactions are found (i.e. increasing the coverage) while decreasing the number of errors in the data. 34, 35, 37.


2. Abstract is lacking fundamental information

	Reviewers Comments: 

The idea to use crystal structures to measure the reliability of protein association detection method is good. However, the authors do not really draw the consequences from their analysis and put little of it in the abstract (the part read by most).

	Authors’ Response

We have reworded the abstract to include more of our conclusions (See earlier Editor’s comment #5. Minimize summary section and mention pertinent facts)


3.  Second part of the paper seems superficial. Why is this paper better than previously published studies?

	Reviewers Comments:

This second part is done superficially and contains serious faults. For example, while the two‑hybrid screens are genome wide‑ the Gavin and Ho papers only address a fraction of all the genes (10 per cent). How can the quality be assessed for the genes that were not used in the study? Obviously if the experiments have not been done, they are neither good nor bad. 

There have been two recent papers that have addressed the comparisons (von Meringen in Nature and Kemmeren in Molecular Cell last issue) in a much more significant way.

Purged of the second part and improved on the first the review may very well be a nice contribution to TIG,



	Authors’ Response

We do not assess those interactions that were not done in the study, rather those interactions, that given the parameters of the studies, should have been found and were not discovered. The nature of the TAP tagging experiment is such that all (or at least most) of the  interacting proteins in a complex should be discovered.  If a protein is purified with only a partial number of the subunits in the complex, this is a false negative.
We have seen these two papers and we point out in the beginning of our paper how our analysis adds to their analyses; for example the Molecular Cell paper uses only expression data to verify Y2H interactions, we asses interactions based on structural data and curated databases.  Additionally, we asses the veracity of other experimental methods (e.g. biochemical) in addition to the Y2H methods. The Nature paper, while using curated data sets also does not use structural and protein complex data to analyze interactions.

Using additional information we try to provide more conclusive results regarding the degree of false positives and negatives in the various interaction data sets.

We feel that we have sufficiently upgraded the second section and that it merits inclusion in our text

	Change in Text:

Recently, some papers have attempted to evaluate the quality of these interaction datasets, by either integrating additional annotation, e.g. synexpression among interacting proteins, or through comparison with reference interaction sets 30, 36-37,41. The conclusions from these studies were that the interaction datasets contain false positive information and are missing many true protein interactions.  

Our paper provides two complementary analyses of the reliability of protein interaction datasets.  First, we use information provided through X-ray crystallography of several macromolecular complexes to provide validated interactions that serve as a basis set for comparison with the interaction databases.  Second, on a somewhat larger scale, we compared the interactions in the known complexes in the curated MIPS database, with those that had been determined using genome-wide approaches. (See website for more extensive discussion of MIPS complexes).

See also Section Titled

Large-scale pull-down experiments


4.  Problem with the title

	Reviewers Comments: 

And change the title. It has been used too often and is not informative. Mention crystals in the title. 

	Authors’ Response 

We will alter the title to better represent the content of the paper and to be more original.

	Change in Text:

Bridging Structural Biology and Genomics:

Assessing genome-wide protein-protein interaction datasets using the structures of known protein complexes



5.  Y2H and transient interactions

	Reviewers Comments: 

Rather than saying that Y2H detect transient interactions (a myth, there is no data for this in the analysis), the authors should state that Y2H detects only a fraction of the interactions. This is the really interesting outcome of the analysis.



	Authors’ Response

We cut out this concept of transient interactions

We also discuss the degree of false negatives in the Y2H

	Change in Text

In summary, we estimate that the false negative rate in directed two-hybrid screens ranges from about 43-71%, while the rate was even higher in genome-scale applications of the Y2H method.


6.    Point regarding the crystallography 

	Reviewers Comments: 

Minor point: Crystals do not necessarily represent the complexes in vivo. For example, the PolII structure was done from a RBP4 and RBP7 deletion strain.

	Authors’ Response 

We discuss in the revised text why we feel that the chosen structures are representative an, at the least, very similar to the true structures in vivo

	Change in Text

An assumption in our analysis is that the protein interactions defined on the basis of the structural biology of stable macromolecular complexes provide an objective set of interactions.  This assumption is supported by two observations.  First, many macromolecular assemblies -- particularly, RNA polymerase II, Arp2/3 and the proteasome -- are very stable and can be purified to homogeneity without loss of subunits.  In fact, the RNA polymerase II complex is even stable in high concentration of chaotropic agents, such as urea10.  Therefore, the subunit-subunit interactions found in the crystal structure are unlikely to have formed randomly.  Second, many crystallized proteins are enzymatically active.  For example, it is known that the crystallized form of the active RNA polymerase II elongation complex has the same repertoire of specific protein interactions as does the native form11



Reviewer # 2

1.  Is the low number of protein interactions statistically significant?

	Reviewers Comments: 

The first one is related to the low number (33) of structure-derived protein-protein interactions used to judge the other databases that contain thousands of protein-protein interactions.

	Authors’ Response

 We acknowledge this and discuss it further in our section on generalizing conclusions

	In conclusion, we have used a small test set of structure-based interactions to assess the quality of several protein interaction datasets, and have quantified significant sources of error.  Can the results of our structural analysis of complexes be generalized?  We cannot be sure.  With regard to the analysis of the 3D structures of large complexes, it is possible that inter-subunit interactions distinct from those seen in the crystal might occur, but these complexes were selected to be quite stable in nature.  It is also likely that the discrepancies between the information in the crystal structure and the biochemical literature results from protocols used in high-throughput studies, which are acknowledged to generate unvalidated data in the interest of speed and efficiency.  Even if these 3D complexes represent special cases, our analysis deserves some attention, because it is probably the first objective assessment of the protein interaction datasets.


2.  The structural information may not be a good gold standard

	Reviewers Comments: 

The second refers to the fact that structural data itself may contain information that might not reflect a functionally relevant proximity of proteins (e.g. Kabsch W, Mannherz HG, Suck D, Pai EF, Holmes KC. Atomic structure of the actin DNase I complex. Nature 1990 Sep 6; 347(6288),: 37‑44).

	Authors’ Response

We argue in our paper that in many cases the crystal structure is know to be the active form of the complex,

although, granted, this may not always be the case. (See response to reviewer #1, comment #6)


3.  Structural data may not reflect a typical protein interaction

	Reviewers Comments: 

The third problem refers to the fact that the structural examples are very specific in many respects. Therefore, this structural data does not necessarily reflect a typical protein‑protein interaction.

	Authors’ Response

When the reviewer refers to the interactions as specific, do they mean that that the structure only represents a snapshot of the complex, one state, but not the only state of the structure?  While this may be the case,  the structure often represents the most stable, and as such, the most prominent form of the complex, and additionally, the structure can at least be seen as a rough guide to the placement of the subunits.  We can see from the structure that some suggested subunit interactions are, given the geometry, not possible.

(see above)


4.  Authors should discuss the limitations of their works

	Reviewers Comments: 
Unless the authors will discuss the potential limitations of their approach, this referee cannot favor publication in TIG.

	Authors’ Response:

We have revised the text and discussed the limitations of our work. Additionally we have shown that integration of the data increases the overall quality of the interaction data, and leads to a better agreement with the structural data.

	Change in Text

Data integration

We have seen that both genome-wide and smaller conventional interaction datasets can be noisy and inaccurate. If the noise is not systematically biased, it should be possible to improve the accuracy of the datasets by integrating the information within them. …

See reviewer #2, comment #1; see section titled:

A summary and a strategy


Reviewer #3

1.   Are the authors attacking other’s works?

	Reviewers Comments: 

I think that this is a very important subject and the results are profound and important and for these reasons it should be published, but I suggest that the authors spend a long time re‑writing the manuscript. It needs a lot of attention to make the points clearer.

I have seen a talk of this work already, and was pleased to see it in a printed form. I agree with most of what the authors say, but from the beginning it reads like an attempt to attack interaction discovery methods. I would suggest the authors temper their comments a little.

	Authors’ Response 

We do not wish to attack interaction discovery methods.  On the contrary we believe that they are integral for functional annotation of the genomes.  Rather we feel that like all high throughput methodologies, they have their limitations, and as long as an annotator recognizes these limitations and takes the data for what it is, than it can be very useful.  Additionally, we show that the integration of multiple datasets, even those with high false positive and negative rates, allows the research to attach more confidence to the results.

We have tempered our comments throughout the paper: We asses the datasets rather than attacking them


2.  Writing is weak and confusing

	Reviewers Comments: 

Overall, the manuscript seems to have been written in a hurry. For example, in places it is not clear whether the authors are talking about genome‑wide interaction studies, or more careful studies on individual complexes.

Some of the text is very confusing. For example "Genetic approaches: Estimating false negative rates" contains a bewildering mix of numbers 12, eight 5/14 , etc. The authors should clarify this as it is not clear how the summary arises.

	Authors’ Response

In our desire for brevity, we may have left our important explanations.  We have rewritten much of the text


3. Authors are confusing in some of their use of standards

	Reviewers Comments: 

There are also places where the authors use (e.g.) False negative rates and then probability of success and leave the reader to do implicit comparisons (e.g. correspond well to those generated by our complementary analysis of the RNA pol II, ARP2/3 and proteasome crystal structures"). Report one standard throughout.

	Authors’ Response 

Our revision of the text attempts to be more consistent and explicit with regard to comparisons between multiple datasets.

	Change in Text

The structural, biochemical and genetic lists were compared to assess overlap, consistency, and the rates of false positive and false negative information.  For clarification:

A false positive (FP) is defined as an interaction that was documented in one of the datasets but did not exist in the crystal structure. 

A true positive (TP) is defined as an interaction that was documented in one of the datasets and did, in fact, exist in the crystal structure. 

A false negative (FN) is defined as an interaction that had been tested experimentally and failed to score as an interaction, but is known to exist in the crystal structure. 

A true negative (TN) is defined as an interaction that had been tested experimentally and failed to score as an interaction, and is known not to occur in the crystal structure. 

For each method, we define the false positive rate as the number of false positive interactions reported per total reported interactions (FP/(FP + TP)), and the false negative rate as the fraction of known interactions that are not identified (FN/(FN + TP)).




4.  Why ignore many of the other known complexes?

	Reviewers Comments: 

I can see the reasoning for using the three complexes, but I wonder why all other complexes of known structure are ignored? Notably, there are no examples of 3D structures corresponding to transient interactions (e.g. kinases/cyclin) that two‑hybrids are good at detecting.



	Authors’ Response

We chose large well defined and recently resolved structures rather than many smaller and less defined structures. We feel that our complexes are representative of complexes in general.  See also response to 
1.  Is the low number of protein interactions statistically significant?  


6.  Although the Ribosome is dominated by other interactions, why don’t you use it?

	Reviewers Comments: 

Related to this: while it is true that the ribosome is dominated by protein‑RNA or RNA‑RNA interactions, it still has at least 20 direct protein‑protein interactions that would add significantly to the study

	Authors’ Response:

While there are multiple protein-protein interactions in the Ribosome, the other interactions dominate the structure and confound attempts to determine accurately all the protein- protein interactions

	Change in Text

The ribosome was eliminated as a candidate for our analysis because it is largely held together via protein-RNA interactions, confounding attempts to verify all the protein-protein interactions.



7.  Include reference to Molecular Cell and Nature papers

	Reviewers Comments: 

Regarding "the first objective assessment of protein interaction datasets" A few other pieces of work should probably now be mentioned in the paper:



	Authors’ Response

We have included both the Nature and the Molecular Cell paper and a third paper by Deane et al in Proteomics (Protein interactions: Two methods for assessment of the reliability of high-throughput observations)

	Change in Text

Recently, some papers have attempted to evaluate the quality of these interaction datasets, by either integrating additional annotation, e.g. synexpression among interacting proteins, or through comparison with reference interaction sets 30, 36-37,41. The conclusions from these studies were that the interaction datasets contain false positive information and are missing many true protein interactions.  


8.  Add alternative figures?

	Reviewers Comments: 

Some of the Figures are also not terrible informative. It might liven the manuscript up to have pictures of the complexes (i.e. 3D).

	Authors’ Response

We have revised the figures. See also supplemental website.


9.   Why this title?

	Reviewers Comments: 

Why the allusion in French in the title? I might be a cretin, but the meaning didn't jump out. I suggest renaming it.

	Authors’ Response

Besides the plethora of Canadian authors on the paper, the title refers to the work Dangerous Liaisons inferring that protein interactions (liaisons) when poorly defined are dangerous in that they confound the databases and result in unfounded annotation.  Still we have opted to change the title.

	Change in Text

Bridging Structural Biology and Genomics:

Assessing genome-wide protein-protein interaction datasets using the structures of known protein complexes


Reviewer #4

1.   General Comments

	Reviewers Comments: 

This article is likely to be of interest because many people wonder about the validity of the high-throughput experiments to detect protein‑protein interactions, and the authors have made what might be the first attempt to critically evaluate these results.

Nevertheless, there is undoubtedly some truth (probably more than less) to the authors conclusion that the indirect approaches to detecting protein‑protein interactions are not so efficient, and the article provides at least one concrete benchmark by which to assess various kinds of data on protein‑protein interactions.



	Authors’ Response

Thanks


2.  Authors are overeager with their results

	Reviewers Comments: 

I do think the authors overstate their case somewhat. The fact that an interaction detected by a genetic or biochemical method is not found in the crystal structure (a 'false positive’) does not necessarily mean that the interaction does not exist, as the authors point out (".the Y2H method preferentially detects interactions of a more transient nature"). My guess is that some of these  'false positives' are reflecting actual interactions, but there's no way to be sure, and this article does not really address that issue

In the end, one needs several pieces of data from several different kinds of experimental approaches to make a convincing story, and when the data conflict, it is difficult to know which result is 'right.'

	Authors’ Response

The reviewer is correct; it’s possible that the false positives are true interactions.  Still, Y2H has a reputation for spurious interactions, and while the methodology may in some cases detect real transient interactions, the key to functional annotation is the detection of biologically relevant interactions, as such, an interaction that is not picked up by anything but the two hybrid method, should cause the researcher to question the validity of that interaction. We agree with the reviewer that one needs multiple pieces of evidence to close the case on an interaction, and we have tried to do using other interaction sources. 

We cannot be certain that each of the interactions that we purport to be false, are indeed false, but chances are, given the evidence, that many of them are false.

We also include a section on the importance of integrating multiple interaction and other genomic data sets as a method for verifying putative annotation.



	Change in Text

The yeast two-hybrid (Y2H) method identifies interactions between two recombinant proteins expressed in yeast cells.  Current estimates suggest that the false positive rate could range from 47 to 91% in the genome-wide Y2H screens24.   Our analysis of the structural information for RNA pol II, Arp2/3 and the proteasome was unable to contribute to the estimation of the false positive rate in Y2H screens for two reasons. First, the structural information was derived from yeast complexes, and therefore we could not rule out the possibility that the interaction between two subunits could be bridged by other, endogenous yeast components. Second, the Y2H method may have also been capable of detecting transient interactions not revealed in the structure, but that might exist during complex assembly. 

See also section entitled:

Data integration


3.  A statement is unclear

	Reviewers Comments: 

2nd to last paragraph: What is the basis for the statement "It is more likely that the discrepancies between the crystal structure and the biochemical literature result from limitations of the biochemical and genetic techniques"? This is not clear to me, and seems like an overstatement.

	Authors’ Response: We have rewritten this section


4.  Confusing numbers 

	Reviewers Comments: 

pg. 3, 2nd paragraph: 'The success rate for identifying real protein interactions was similar. The authors are defining "real protein interactions'.' as those that occur in the crystal structure, but there may be some protein interactions that actually occur in vivo and are biologically relevant but are not apparent in the crystal structure, Another overstatement, in my opinion. pg. 4, 2nd to last paragraph: Are there 12 or 14 interactions among he proteasome subunits? I'm confused.

	Authors’ Response

We acknowledge that these are not the only possible protein interactions, we have included a definition as to what we define as a true interaction in this context.  3. Authors are confusing in some of their use of standards

And comment:  3.  Structural data may not reflect a typical protein interaction
We have revised the text to clearly show the number of interactions among the proteasome subunits

	Change in Text

Also:
Of the 91 possible interactions that could occur among the subunits in the proteasome, 14 were observed in the crystal structure9
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