Responses to Reviewer #1

-- 1. Lack of Specific Method Details --

	Reviewer

Comment
	At least in my copy there are no methods of any particular note. I think it would be fair to say that I could not repeat their work from the information provided. 

	Author

Response
	We have added an expanded methods section. The section titles from the text are below.

	Excerpt From

Revised

Manuscript
	Materials and Methods

Specific Databases Used in the Sequence Comparisons

Fold assignment by PSI-BLAST, Development of a Fast Hybrid Protocol
 (i) Default Protocol

 (ii) NRDB PSI-blast Profiles 
(iii) Intra-genome Profiles 

 (iv) Hybrid Protocol

Fold assignment by FASTA, a Benchmark
Tabulation in terms of Scop Folds and Superfamilies
 


-- 2. Low complexity Details --

	Reviewer

Comment
	I do not know whether /how the protein sequences were masked for low complexity, and if so did they just do the database or also the query sequence. 

	Author

Response
	We added this in. Please refer to the text below.

	Excerpt From

Revised

Manuscript
	Both the databases (NRDB and the genome sequences) and the query sequences (scop domain) were masked with the SEG program using standard parameters to mask low-complexity regions…


-- 3. Lack of Specific Method Details --

	Reviewer

Comment
	To really understand PSI-Blast E-values one really needs to know the value used for iteration (-h) as well as the value used for accepting final hits (which will be related to the -E setting.) 

	Author

Response
	We have added this in. Please refer to the text below.

	Excerpt From

Revised

Manuscript
	For all our PSI-blast runs we used an inclusion threshold (h) of 10e-5, a number of iterations (j) of 10, and a final match threshold of 10e-4. These are very conservation parameters, considerably more so than in a number of recent analyses …


-- 4. Database Size --

	Reviewer

Comment
	To really understand PSI-Blast E-values one really needs to know the value used for iteration (-h) as well as the value used for accepting final hits (which will be related to the -E setting.)

	Author

Response
	We have added this in. Please refer to the text below.

	Excerpt From

Revised

Manuscript
	For all our PSI-blast runs we used an inclusion threshold (h) of 10-5, a number of iterations (j) of 10, and a final match threshold of 10-4. These parameters, considerably more conservative than in a number of recent analyses  [14, 15, 39-41]. We used these parameters because we intended that our fold assignments run in a highly automated fashion and we wanted to guard against false positives that would not be caught by manual checking.


-- 5.  Scanning Details -- 

	Reviewer

Comment
	In addition, the methods that are described leave me somewhat puzzled. From what I can understand from the second page of the results section they are (a) ran SCOP domains against 'each of the 20 genomes' for up to 10 iterations. I assume that this means all 20 genomes were in the same database though it could mean 20 separate databases.

(b) ran SCOP domains against NRDB90.

(c) scanned each sequence from the 20 genomes past these two sets of profiles.

Now unless the database size is kept deliberately constant the sequences passing acceptance (e-value) thresholds in (a) will be quite different to those in (b) where the database is so much smaller. As such it will be difficult to attach the same interpretation to results from each set of profiles……

I also do not understand:

a. Why they go to the effort of generating data against the 20 genomes and then re-scan against those same profiles, why don't they just read the data from the original iteration results that impart more information such as the first iteration found, etc. Admittedly they this would not work for the second NRDB90 database bit it would have been quite easy to make their own NRDB in which the reps were preferentially set to be those from the completed genomes.

	Author

Response
	The referee makes a valid point. We did not thoroughly explain the rationale for our methods in the submitted version of the manuscript. (The reason for this omission is that we originally wanted to focus on results rather than methodological issues.) To address this concern, we have written a new part of the methods section that explains the PSI-blast protocol we used in great detail. Basically, we used PSI-blast in a completely standard, and actually rather conservative fashion. However, we tried to develop a simple protocol to minimize the amount of calculation for each genome added.  

	Excerpt From

Revised

Manuscript
	Fold assignment by PSI-BLAST, Development of a Fast Hybrid Protocol
One of the goals of this work was to develop a simple, robust approach for automatically using PSI-blast [38] to do fold assignments to genomes in bulk.  

For all our PSI-blast runs we used an inclusion threshold (h) of 10-5, a number of iterations (j) of 10, and a final match threshold of 10-4. These parameters, considerably more conservative than in a number of recent analyses  [14, 15, 39-41]. We used these parameters because we intended that our fold assignments run in a highly automated fashion and we wanted to guard against false positives that would not be caught by manual checking. Furthermore, while PSI-blast, with proper masking for low-complexity regions, is known to be quite robust, the iterations occasionally do go out of control with fairly liberal parameter choices (particularly the inclusion threshold h) and we wished to specifically guard against this. Moreover, since we varied the size of the databases (see below) used in a variety of the runs, we wanted to try to ensure that our parameter choices resulted in significant matches in any of the databases used. We performed our PSI-blast comparisons in a number of ways:

(i) Default Protocol

     We concatenated the sequences of a genome onto NRDB and used PSI-blast…
(ii) NRDB PSI-blast Profiles

     We ran each scop query against NRDB to generate a PSI-blast profile, giving…

(iii) Intra-genome Profiles

     A problem with the above approach is that often the proteins that contribute…
(iv) Hybrid Protocol

     For a number of select genomes, in particular yeast and worm, we carefully…



-- 6.  FASTA -- 

	Reviewer

Comment
	b. Why do they bother scanning with fasta? While fasta was traditionally known to be more sensitive than the old blastp I think everybody knows that it does not match the sensitivity PSI-BLAST. (Even its difference with the new gapped blast is fairly minimal). It comes as no surprise to know that only 30 additional relationships were identified.

	Author

Response
	We agree with the referee that FASTA does not add much to our comparisons, and we could easily have done without it. We now explain why we added it in -- basically to serve as a benchmark -- in the methods. 

	Excerpt From

Revised

Manuscript
	Fold assignment by FASTA, a Benchmark
As a further benchmark comparison, we ran the scop domains directly against the genomes using fasta with a standard .01 e-value cutoff [42-44]. It is known that simple pairwise comparison with either fasta or BLASTP is considerably less sensitive than profile-search with PSI-blast, so we did not expect this to add substantially to the number of matches that we found. However, we elected to perform the fasta searches because for certain small compositionally biased proteins, the PSI-blast profiles may not be effective [39, 41]. Also, we felt that these would be a useful benchmark for comparison against PSI-blast. As expected, we only found a very small number of additional matches with fasta. For instance, for the worm, the combination of the PSI-blast approaches produced at least one match for 4556 ORFs of the 19099. Fasta only added in 30 additional matches to these, considerably less than 1%.


-- 7. High E-values --

	Reviewer

Comment
	Allied to these comments I should point out that because they are now just comparing against the final profiles, the E-values for accepted hits are bound to look pretty impressive as they (or a sequence very similar from NRDB90) was included in the set used to make the final profiles in the generation stage. As Atschul and Koonin pointed out in TiBS (1998?) the apparently good E-values can be misleading as it is iteration and E-value of acceptance that it is the determining criterion. Put another way, showing the final E-value is 'slightly' akin to quoting having one's test set in ones training set.

	Author

Response
	We agree with the referee that E-values may be misleading. Therefore, as we make clear in the text, we use very conservative choices for both our inclusion threshold and final match threshold. Then, when we compare our final NRDB profiles to the genome sequences, we are assured of valid matches. 

	Excerpt

From

Revised

Manuscript
	(ii) NRDB PSI-blast Profiles 

We ran each scop query against NRDB to generate a PSI-blast profile, giving us a profile for each scop fold and superfamily. Then we re-ran these against the genomes without iteration, using a match threshold of 10e-4. (Note that because we use a very conservative choices of thresholds for building up the original PSI-blast profiles. At this stage we can confidently assume that the final match threshold of 10e-4 is selecting truly homologous sequences to our original scop domain queries.)


-- 8. Folds versus Superfamily --

	Reviewer

Comment
	There are strange explanations in the text. For example the first part of the Folds versus Superfamilies section provides an 'explanation' that confuses more than instructs. Surely they can make a few phrases that they can stick to?

	Author

Response
	We have substantially changed this section to make it clearer. See text below. 

	Excerpt

From

Revised

Manuscript
	Tabulation in terms of Scop Folds and Superfamilies 

Using the SCOP scheme we tabulated our results in terms of distinct folds and structural superfamilies. In scop, for structures to have the same fold it is necessary for them to have the same overall core topology and geometric disposition of secondary structures. In contrast,  a superfamily is a subset of the fold, denoting groups of proteins that have closer structural similarity and consequently probably share an evolutionary relationship [4]. We will report our specific results here separately in terms of both scop folds and structural superfamilies; however, in the text it is awkward to constantly refer to "scop folds and structural superfamilies" so sometimes we will loosely use the term "fold" to stand for both scop fold and superfamily. For instance, we will use the terms "fold assignment" and patterns of "fold occurrence" to refer to general ideas that are equally as applicable to scop structural superfamilies as to scop folds. 


-- 9. No detail on unique folds --

	Reviewer

Comment
	The analysis is extensive but not necessarily thrilling. In each section there seems, at least to me, to be an interesting question to be answered that is never touched upon. For example the Venn diagram in Fig 1 shows that two distantly related bacteria share 80-% of their superfamilies. This comes as little surprise from what we know from many publications prior to this work. What is perhaps of more interest is the 20% that are different, yet no effort is made to investigate. 

	Author

Response
	We agree that we really don't elaborate much on the Venn diagram. We have deleted this to better focus our message. We have created a supplementary webpage that describes in detail the unique folds that are different. 

	Excerpt

From

Revised

Manuscript
	The last pattern, unique folds in certain organisms, may be useful for identifying potential drug targets. A fold present in a pathogen but not in the human genome (or in any other organism) would naturally serve as an ideal target of a highly specific drug (antibiotic or vaccine). (A detailed list of unique folds is available from the website.)


-- 10. Superfolds --

	Reviewer

Comment
	A similar criticism could be leveled at the analysis of superfamilies and folds where I wonder if some of the trends seen are merely due to the presence of superfolds described by Orengo's group.

	Author

Response
	We agree that many of the highly ranked folds are superfolds, and have put in a reference to the paper by Orengo's group. 

	Excerpt

From

Revised

Manuscript
	Many of the most frequent folds correlated well with those identified as superfolds, i.e. folds that accommodate many distinctly different sequence families [47].

47.
Orengo, C A, Jones, D T & Thornton, J M. Protein superfamilies and domain superfolds. Nature 372: 631-634, 1994.


-- 11. Acknowledgement of Other researcher’s work --

	Reviewer

Comment
	Allied to this I think the authors seem to be unaware that a large scale analysis was previously implemented by Salavmov et al and interesting analyses have also been performed by both Bork's group and Koonin's groups. I've included some pubmed results here though I am not suggesting that every paper is relevant.

	Author

Response
	We have added in the references suggested by the referee. See modified text below. 

	Excerpt

From

Revised

Manuscript
	Our work follows upon previous (mostly smaller-scale) surveys of the occurrence of folds in genomes  [7-11] and much work on assigning folds to genomes as comprehensively as possible [12-19]… Reflecting the great amount of experimental functional information available for E. coli, this organism's genome been studied in rather great detail in terms of functional prediction and structure-function relationships [29-32].

7.             Gerstein, M. A Structural Census of Genomes: Comparing Eukaryotic, Bacterial and Archaeal Genomes in terms of Protein Structure. J. Mol. Biol. 274: 562-576, 1997.

8.
Gerstein, M & Hegyi, H. Comparing genomes in terms of protein structure: surveys of a finite parts list. FEMS Microbiol Rev 22: 277-304, 1998.

9.
Frishman, D & Mewes, H-W. Protein structural classes in five complete genomes. Nature Struct. Biol. 4: 626-628, 1997.

10.
Wolf, Y I, Brenner, S E, Bash, P A & Koonin, E V. Distribution of protein folds in the three superkingdoms of life. Genome Res 9: 17-26, 1999.

11.
Lin, J & Gerstein, M. Whole-Genome Trees Based on the Occurrence of Folds and Orthologs: Implications for Comparing Genomes on Different Levels. Genome Research (in press), 2000.

29.
Zhang, L, Godzik, A, Skolnick, J & Fetrow, J S. Functional analysis of the Escherichia coli genome for members of the alpha/beta hydrolase family. Fold Des 3: 535-548, 1998.

30.
Rychlewski, L, Zhang, B & Godzik, A. Functional insights from structural predictions: analysis of the Escherichia coli genome. Protein Sci 8: 614-624, 1999.

31.
Fetrow, J S, Godzik, A & Skolnick, J. Functional analysis of the Escherichia coli genome using the sequence-to-structure-to-function paradigm: identification of proteins exhibiting the glutaredoxin/thioredoxin disulfide oxidoreductase activity. J Mol Biol 282: 703-711, 1998.

32.
Tatusov, R L, et al. Metabolism and evolution of Haemophilus influenzae deduced from a whole-genome comparison with Escherichia coli. Curr Biol 6: 279-291, 1996.




-- 12. Shorter & Clearer --

	Reviewer

Comment
	Regrettably this is a continuing theme of the paper - lots of impressive numbers and percentages but no interesting take home messages, even though there are probably many there to be discovered. …………

I think the paper would be much better if it was shorter, had well described methods, and the authors had taken time to distill the large number of results into some easy to understand important points.

	Author

Response
	We understand the referee's concerns, and appreciate the criticism; of course, we want our main message to get across. We have significantly modified the text of the paper in response to this criticism. In particular, we have shortened it, halving the number of tales (from 4 to 2) and cutting one figure. We have also cut a large portion of the results section. The cuts in the text are indicated in the attached "diff" document. 

	Excerpt

From

Revised

Manuscript
	Please refer to the attached document showing changes.


