RESEARCH STRATEGY

A. SIGNIFICANCE

In this proposal we plan to develop novel computational techniques that will identify genotypes and structural
variations (SVs) responsible for various diseases. Traditional techniques employ all of the SNPs and SVs in building a
model correlating SNPs and SVs with various phenotypes. Given that there are millions of SNPs and many diseases
are polygenic, these models are impractical since the time needed is humongous. In this proposal we propose a novel
way of reducing the number of attributes in model building. The idea is to employ only those SNPs that occur in
minimotifs (we refer to these as minimotif SNPs) and relevant SVs. The reasons for picking these are: Minimotifs are
a principal means of connecting proteins in the protein-protein interaction network, because the majority are under
strong negative selection, and because they are mutated in a number of diseases [44]. SVs have been found to be
associated with many diseases [154-156]. Minimotifs are short contiguous peptide sequences generally confined to a
single secondary structure element and less than 15 residues in length. Examples are the Pro-x-x-Pro minimotif for
binding SH3 domains (binding), the Asn-x-Ser/Thr N-glycosylation motif (covalent modification of minimotif), and
the Ser-Lys-Leu peroxisomal targeting motif (protein trafficking). While several other groups have built focused
databases on select groups of minimotifs (e.g., Merops and CutDB contain protease sites [40] [99]), our group has
built Minimotif Miner (MnM), a comprehensive database with the goal of including all minimotifs that are published
and supported by experimental data. MnM now contains ~300,000 minimotifs. Existing approaches to GWAS can
only identify single variants (or attributes) associated with diseases. However, the real cause for a disease could be a
combination of (10s or even 100s) of variants. In this project we address this extremely challenging problem.

The proposed project is significant for three primary reasons:
(1) A new paradigm in Genome-Wide Association Study (GWAS).
An important milestone has nearly been reached — cost-effective human genome sequencing! As the costs to
sequence an individual human exome plummet, this technology will undoubtedly have a huge influence on health
care and personalized medicine in the near future. One major barrier is yet to be addressed — How are we going to
analyze and use the data? While recent progress has yielded computational applications to generate and compare
exomes and predicted proteomes from the DNA sequence data [34] [122] [120] [28] [21], the ability to connect
patient genomes with changes in protein function, design clinical treatments, and predict outcomes still presents a
major challenge. In this project we propose a novel way of reducing the number of attributes necessary for the
identification of genotypes corresponding to various diseases. Thus the theme of this project is in the heart of
translational science and personalized medicine.

The minimotif and structural variant (SV) analysis we do in Aim 1 enables us to reduce the number of
SNPs and SVs needed for the genotype-phenotype correlational analysis. The minimotif field has significantly
expanded since our original publication of MnM [6]. Several less-comprehensive minimotif databases and de novo
minimotif prediction tools have emerged [6] [98] [113] [31] [117] [120] [15] [22] [23] [24] [70] [37] [77] [71] [103]
[08]. Given the comprehensive database in MnM, we are extremely qualified to conduct this analysis. Existing
approaches for GWAS have several limitations in effectiveness as well as computational cost. Existing approaches in
GWAS focus on identifying SNPs and their role in variations in phenotypes. Specifically, the search space consists of
all the (millions of) SNPs. For example, one of the current approaches is to detect interactive SNP x SNP effects. This
problem is known as the k-locus association problem (see e.g., [2]). Unfortunately, the best-known algorithms for
solving this problem take time that is Q(n¥), where n is the number of SNPs, severely limiting their applicability in
practice (especially when n is large). Given that there are more than 4 million common SNPs in humans, identifying a
small subset of these (of size 5 or 6) that is responsible for the phenotype is a big challenge. The idea of narrowing
down this search to within the minimotifs is thus very attractive. We believe that the proposed technique of studying
minimotif variability will be more effective in identifying variations in functions and phenotypes and computationally
efficient. SVs also play an important role in genomic diseases such as cancer [154]. In this Aim we will also study the
combined variability of minimotifs and structures in individuals and populations. Information on structural
variations will be obtained from the literature using novel text mining. No such work has been conducted in GWAS.
(2) Determining if there is a global role of minimotifs and SVs in disease and human variation.
In Aim 1 we will examine how minimotifs are changed by polymorphisms and disease-associated mutations. This will
provide researchers an important tool for both studying the causes of disease, helping to analyze novel variants, and
in the near future analyzing patient genomes/exomes. We will also study SVs in this Aim. The tool will also allow us
to globally address how functional minimotifs change in individuals, as in our recent work [62]. We hypothesize that
there will be many changes of minimotifs associated with disease. This hypothesis is supported by the observations




that there are a number of known cases where minimotifs are mutated in disease, that a single missense mutation
can introduce a new minimotif or disable an existing minimotif, and that ~85% of disease causing mutations are
thought to exist in protein coding regions [17]. Furthermore, analysis of select posttranslational modification
minimotifs suggests that 5% of nonsynonymous SNPs are in regions of posttranslational modification [102] [59]
[62]. Our recent work with Drs. Edwin Wang and Shawn Li (University of Western Ontario) showed that acquiring
new minimotifs is a central determinant in the evolutionary expansion of tyrosine kinase signaling pathways,
networks, and intracellular communication in multicellular organisms [57]; other studies have also supported a role
for minimotifs in evolution [62] [15] [57] [16] [22] [71] [124]. There are ~20,000 minimotifs with known
polymorphic loci and newly identified rare variants are likely to damage minimotifs [62]. A role for minimotifs in
disease was first summarized in our 2007 review of the literature [44], but we still do not know to what extent
minimotifs influence disease, which will be studied as part of Aim 1. From an evolutionary perspective, our analysis
will help us understand key branches in phylogenetic trees where different types of minimotifs first originate.

(3) Validation of our approach using text mining and cross validation.

Another novel aspect of our project is the employment of text mining and cross validation to validate our
computational approaches. In general, there are two ways to validate computational predictions, namely, biological
experiments and confirmation with known experimental results. We feel that the biological study itself is a huge
project and that the computational and biological studies cannot be combined into a single Ro1 project. Thus, we
have chosen the second approach. We will apply our algorithms to identify the most relevant genotypes and
structural variations (SVs) corresponding to various diseases. Followed by this, we will use text mining to collect all
the experimental results (especially genotypes and SVs) reported for these diseases. Finally, we will compare our
computational predictions with the experimental results reported in the literature. Once we complete this project, we
plan to apply for a NIH grant that focuses on validating the computational predictions biologically.

B. INNOVATION

There are three innovative aspects of this proposal:

(1) Narrowing the search space in GWAS.

Existing approaches look for genomic variations by focusing on all of the SNPs, for example. This makes the search
problem a computationally intensive task. The k-locus association problem introduced in this context takes time that
is exponential in k. When k=2, most of the existing algorithms take quadratic time [2]. If the number of SNPs is 4
millions, then the number of operations needed for analysis will be 16 x 102, If it takes one second per billion
operations, then this time will be 4.44 hours. If k=3, then this time will be more than 2000 years! If we can narrow
down the search to 10,000 variant non synonymous minimotifs with an SNP [62], then these two times will be 0.1
second and 16.67 minutes, respectively! Adapting MnM to identify functional minimotifs that are introduced or
eliminated by disease and variation is an innovative idea. No other groups have a comprehensive minimotif
database, thus we are the only group that is well positioned to build this important tool for analyzing
exomes and genomes for experimentally identified minimotif functions.

The improved MnM would work synergistically with the existing open source genome/exome analysis
tools. There are three general types of existing tools: (1) Databases that contain SNP and systems that consolidate
and federate SNP data that we will analyze in Aim 1 [115] [123] [14] [111] [104]; (2) Several computational tools that
predict the effect of a nonsynonymous SNP on protein function. The majority of these tools predict functions based
upon the function of the gene, the molecular pathways of the gene, the structure or biophysical characteristics of the
protein, pre-mRNA splice sites, phenotypes, etc. [36] [115] [123] [14] [104] [20] [54] [106] [60] [58] [32] [27] [112]
[118] [126]. For example, Polyphen, SIFT and SNPeffect, provide predictions for effects of SNP on protein functions
and structures [104] [32] [26] [72]. Predictions have limitations, as evidenced by a benchmark study of four different
SNP-function predictors where only 11% of the predictions were consistent among the applications [41]. A
complementary approach that we plan to implement is to determine if an SNP affects an experimentally verified
minimotif, and thus a known function of the protein; and (3) Applications that analyze SNPs in genomes/exomes
[123] [56] [58] [32] [47]. The MnM tool would be unique by analyzing genomes/exomes, using a comprehensive
minimotif/PTM database, and directly linking results with MnM to enable interpretation in the context of structure,
amino acid conservation, and other functions of the protein. Our proposed tool would be similar to identifying splice
site changes in SNPNexus in that it assesses mutation of a nucleotide that has a known functional association [14].
We will develop collaborations with some of these groups working on exomes and SNPs during the course of this
project. We expect to get very good accuracies by focusing on only minimotif SNPs. We propose to employ (a
minimal set of) SVs that together with these SNPs will increase the accuracy further. A large number of research




teams are working on different types of SVs. We will utilize the results from these efforts by obtaining SV data from
the literature via text mining.

(2) Analyzing >1,000,000 available exomes/genomes to generate a broad view of minimotif frequencies. This is
indeed a big data analytics problem. We propose to develop efficient parallel and out-of-core algorithms for this
analysis. Big data analytics demands huge computational times. One of the main reasons for this has been that core
memories of computers are not large enough to hold all the data to be analyzed, and hence most of the data have to
be stored in secondary storages (SSs) such as solid state drives (SSDs) and (rotating) disks. Data access times from
SSs are several orders of magnitude more than from core memories. Tremendous speedups can be obtained by
minimizing the number of data accesses from SSs. Also, although there has been much recent research in the
development of multicore and GPU algorithms for biological problems, for many of the problems only sequential in-
core algorithms are known. Algorithms that explicitly minimize the number of data I/Os (input/output) from/to
slower storages (such as SSs) in any memory hierarchy are called out-of-core algorithms. The PI has extensive
experience in the development of parallel and out-of-core algorithms. As evidence, in September 2014, NSF has
funded the PT’s project that focuses on parallel and out-of-core algorithms for biological big data.

(3) Developing novel algorithms for text mining and the k-locus association problem. We propose to employ text
mining techniques to validate our computational approaches (Aim 3). In our prior work we have employed text
mining to populate the MnM database. In this project we will start from these algorithms and develop variants
suitable for the identification of experimentally validated results for various diseases and phenotypes. Text mining
will also be used to retrieve SV data from the literature. We will also develop efficient algorithms for the k-locus
association problem for the identification of phenotype-genotype correlations in Aim 2. Most of the existing
algorithms find only single variants (i.e., k=1) associated with diseases. We are addressing the much more difficult
and relevant problem of identifying combinations of variants (i.e., the case of k>1).

C. APPROACH

C.1. APPROACH - PROGRESS REPORT (Start date - 10/01/10; End date — 9/30/15)

Progress from the previous award: Before we address what we want to do in the renewal, we first briefly
summarize what we have accomplished in the previous award as requested in the application instructions. There
were three major aims for the previous period of support: 1) to develop efficient algorithms for three versions of
motif search, namely, Simple Motif Search (SMS), Planted Motif Search (PMS), and Edit-distance-based Motif
Search (EMS); 2) to evaluate these algorithms; and 3) to develop parallel algorithms and a web site. We have
achieved these goals with a number of outstanding results. Thus far, we have the following publications: 50
published, 1 accepted, and 2 submitted. MnM has had a significant impact on protein research. It is the largest
minimotif database. The MnM website has had over 108,000 external searches and more than 225 citations since its
initial publication; accelerating increase in its impact on discovery [6] [98] [113]. Several of our published papers on
this project have been in relatively high impact journals such as Science Signaling, Nature Methods, Scientific
Reports, Bioinformatics, Nucleic Acids Research, and the Nucleic Acids Research database issue.

In previous Aim 1, we have developed a series of novel algorithms for motif search. In the past 13 years,
our Lab has contributed some of the best-known algorithms for motif search. For the problem of planted motif
search (or (I, d)-motif search) we have developed the following algorithms: PMS5 [29], PMS6 [8] [10], PMS6MC [9],
qPMS7 [30], PMS8 [74], and qPMSg9 [75]. PMS5 solved the challenging instances (21, 8) and (23, 9) for the first time.
One of the time and memory consuming steps in the development of motif search algorithms is that of generating all
the neighbors of a given [-mer. In [29], we introduced a novel algorithm for doing this. Specifically, we formulated an
Integer Linear Program (ILP) to check if a given [-mer has any motifs in its neighborhood. We solve many such ILPs
in advance and store the results so as to optimize the run time. This idea has been subsequently employed in PMS6
and PMS6MC as well. In PMS6 and PMS6C, the Bloom filter is used in an elegant manner to speedup the
preprocessing step of PMS5. For instance, the preprocessing time for PMS6 is 34 times faster than that for PMS5 for
the challenging instance (23, 9). In [30], we addressed the quorum version of the planted motif search problem. PMS
is known to be NP-hard and hence is difficult. The quorum version is even more difficult. In [30], we presented a
novel algorithm for this version that was on an average 5 times faster than the state-of-the-art algorithm at that time.
In [74] we showed how we can eliminate the preprocessing step performed in the algorithms PMS5, PMS6, and
PMS6C. The basic idea is to derive necessary and sufficient conditions for three [-mers to share a common d-
neighbor. The algorithm in [74], known as PMS8, solved the challenging instances (25, 10) and (26, 11) for the first
time. It was also able to solve large instances such as (50, 21). The algorithm qPMS9 presented in [75] is faster for
PMS as well as quorum PMS problems than any of the known algorithms as of this writing. It solves, for the first



time, the challenging instances (28, 12) and (30, 13). In [85] we offer a general technique that can be used to speedup
any motif search algorithm. Motif search algorithms from our Lab have been cited more than 370 times.

With respect to our previous Aim 2, we have evaluated our motif search algorithms on synthetic as well as
real data sets. Specifically, we have used data sets mentioned in [12], [119], ChIP_Chip data (http://bdtnp.Ibl.gov/Fly-
Net/browseChipper.jsp), ChIP-Seq, and ABS datasets. On all of these data sets we have compared our algorithms with
other algorithms in the literature with respect to measures such as sensitivity, specificity, etc. A comprehensive
report on our experiments can be found in [114]. Experimental comparisons are also presented in most of our papers
on motif algorithms (see e.g., [8] [10] [9] [30], [29], [66], [74], [78], and [85]). Our previous Aim 3 pertains to
parallel algorithms. We report parallel algorithms for planted motif search in [9], [74], and [75]. For instance, PMS8
[74] has been implemented in C++ using OpenMPI on the Hornet cluster available at UConn. With up to 48
processors, the speedup obtained was close to linear [74]. PMS6MC is a multicore algorithm [9]. For edit-distance
based motif search (EMS), we have developed two efficient algorithms in [80] and [78]. In [80], the novel idea was to
compute edit distance neighbors using neighbors that are at a distance of one at a time. In [78] we improved the
performance of [80] using novel pruning techniques and a variant of the trie data structure. We have developed a
web system for motif search at pms.engr.uconn.edu [29]. This system can be used to perform motif search on DNA as
well as protein sequences. This is also a repository for the motif search algorithms developed in our lab.

On the MnM front also, we have made numerous enhancements. We have released Version 3.0 in 2011
[113]. We have developed a series of filtering (i.e., scoring) algorithms for improving the predictions of MnM. In [65]
we report a filter that is based on genetic interactions. A protein structure based scoring mechanism is offered in
[79]. In [69] we combined these filters using linear regression, neural network, and support vector machine models
and tested them on a large minimotif dataset with cross validation. MnM 3.0 now has a comprehensive motif score,
with a threshold that nearly eliminates all false positive predictions, while maintaining high sensitivity. In addition to
the above motif related work, we have also contributed to some fundamental problems in bioinformatics including
sequence assembly [49] [50], biological data compression [76] [107] [109] [108], out-of-core computing [48] [67],
records linkage [64] [68] [63], sequence alignment [55], etc.

C.2. APPROACH - Specific Aims

C.2.1. Aim 1: To develop computational tools for the identification of minimotif changes and SVs in
individuals and populations

Rationale. Companies such as Navigenics, Decode Genetics, 23andMe, etc., offer a glimpse of the future of
personalized genomics and the beginning of how it will affect personalized medicine. 23andMe is now offering
complete exome sequencing. As the costs of next generation sequencing (NGS) plummet there is a rapidly-increasing
publishing stream of complete human exomes [73] [11] [33] [53] [83] [125]. There are more than one million
complete human exomes and genomes already published and the 1000 Genomes project has sequenced (and
released in Phase III) many more genomes [82]. What has become evident is that even with these tremendous
advances in data acquisition, there are significant roadblocks in applying the knowledge of genome sequences to
medicine [73]. One of the major challenges in the realization of personalized medicine is connecting genotypes with
phenotypes. Only 1% of 682 SNPs in the coding region of disease-associated genes in Craig Venter’s genome are well-
characterized and the authors suggest “We are only at the beginning of relating genotypes to phenotypes, even for the
well-characterized disease genes” [73]. In most cases the direct link between the polymorphism and function of the
afflicted protein is not likely to be known. This is a vital problem in connecting basic research data with human
phenotypes and health. This is also the problem our group is well positioned to address and the focus of this Aim.

We propose to build a suite of computational and statistical analysis tools that can be used to identify

~240,000 experimentally validated human minimotif functions (600,000 total) that are altered by polymorphisms
and mutations. A prototype has already been built [62] and this will be refined to handle big data. We will also be
able to extend this to predictions.
Preliminary progress. There are several pieces of preliminary data that support this aim. We hypothesize that
mutation of minimotifs is a significant contributor to human phenotypes. We have reviewed the literature and found
that many minimotifs are mutated in, or close to mutations that cause disease; pathogens also use minimotifs [44].
Furthermore, our collaborative studies with Drs. Shawn Li and Edwin Wang show that the network expansion
observed in evolution of the phosphotyrosine signaling network in complex multicellular organisms is driven much
more so by acquiring new targets through minimotifs than by gene duplication [57]. Nevertheless, the global role of
minimotifs in disease has never been evaluated at the genomic level.
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Figure 1: Analysis of SNPs in human p53 with Minimotif Miner. The top window
shows the protein sequence of the query protein (p53 in this case). When "show SNPs" is
selected from the "VIEW" menu, all SNPs are highlighted blue. Any set of these SNPs can
be selected with a mouse click, which changes the highlighted color to green (e.g. SNPs
L257Q, R267W, and R273H were selected here). Initiating the analysis of this set of SNPs
from the “VIEW” menu reveals a new table showing five new minimotifs (green font) and
three eliminated minimotifs that would be introduced by a p53 allele containing these
SNPs.

To explore the role the
minimotifs in disease we
have built a function into
our existing Minimotif
Miner website that is
capable of examining how
SNPs change minimotifs for
one query protein at a time
[908]. This tool allows
investigators to generate a
new hypothesis for the
cause of almost any disease.
An example analysis of the
human p53 protein is
shown in Figure 1. A user
can select any set of the 22
known polymorphisms in
this gene derived from an
older build of dbSNP. In
this example, three
polymorphisms were selected
(colored green). After
selecting the polymorphisms,
the tool reveals a new table
with any new minimotifs that
are introduced (green font) or
eliminated (red font) by this
set of SNPs. This analysis

uses ~240,000 experimentally verified minimotifs and ~1500 consensus sequences. Although this tool can be used
for examining any one protein, in this Aim we will expand upon this concept and build a tool that can analyze
complete genomes and exomes, as well as sets of multiple genomes and exomes.

As preliminary progress toward genome/exome wide analysis of SNPs and minimotifs, we have built a
Java application that reads multiple BAM exome files, accesses an internal SNP database, indexes the chromosomal
positions to the same reference genome, and calculates the allele frequencies of known SNPs and minimotifs. The
analysis done using this tool is primitive and based mainly on simple statistics such as the mean and variance. In this
project we propose to develop enhanced analysis tools based on solid statistical techniques as explained below.
Analysis for the role of minimotifs in disease and evolution. The proposed analysis tool will reduce the
search space by providing different staged services: 1) Analyze just the minimotifs in the 4 million common variants;
2) Analyze just rare variants in minimotifs; and 3) Analyze only new rare variants in the exome that are not
previously observed. This tool will be used to test our central hypothesis: minimotifs are commonly mutated at SNPs
that have a known association with disease. All the information gathered in Aim 1 will be utilized in Aim 2 to conduct
phenotype-genotype analyses based on novel learning techniques. This analysis tool will become a part of MnM. One
of the basic functions supported will be the following: A user can input any population data. This data will be
analyzed and a report will be generated. The report will contain a list of motifs or combinations of motifs that reach
genome-wide significance. A list will also be provided for candidates approaching significance above a slightly lower
threshold. For each motif reported, it will contain the minimotif, its location, whether or not it is a minimotif loss of
a function variant, the minimotif source and target genes, minimotif activity and any PubMed ids for papers
associated with the minimotif. In the backend, MnM will periodically obtain all the newly released genome data and
conduct a minimotif analysis. Details on the statistical analysis to be conducted follow. Note that the statistical
techniques described below will also apply to Aim 2.
Statistical Analysis: In Aim 1 the analysis we conduct is to identify the difference between two groups of subjects
in terms of minimotif (or SV) distributions. A minimotif can be thought of as a string of characters from an alphabet
X. Any subject can be represented as an ordered concatenation of the corresponding minimotifs which again is a




string. Let m be the length of this string. For example, the string corresponding to a subject will take the form
010, *** 0, Where each o; is a character from . The problem is to check how this string changes between two groups.
For instance we can consider m distributions, one for each character in this string. We could measure how the
distribution of g; differs between the two groups of subjects. The two groups could be case and control, for example.
One group could have an illness and the other does not. Also the size of the group could be 1 or more. We can think of
each o; as an attribute or variable. These attributes will be analyzed using a mixed-effects model by regressing on
them adjusting for baseline severity of illness and covariates and accounting for within-subject correlation among
repeated measures within each subject. If necessary, missing values will be estimated using regression-type
imputations. The initial data analysis will include univariate explorations of all the variables, using histograms,
statistical summaries, and other graphical techniques. Expected ranges for all the variables will be defined a priori;
and out-of-range values, or outliers, will be checked for errors, including going back to original data forms. This
initial analysis will also serve the purpose of describing the study characteristics and identifying skewed variables
that need transformation. Outliers that appear to be real will be kept in the data sets, but the Multivariate Outlier
Detection Algorithm will be used to eliminate outliers in all variables before constructing the final analytical datasets
[132, 133]. This will eliminate the possibility that any associations seen are driven by a few extreme observations.

A paired t-test will be used to assess the difference between the two groups. A two-sample t-test and one-
way ANOVA will be used to assess the difference between subjects within the two different groups. A linear
regression model and a mixed-effects model (for repeated measurements) will be used in the multivariate analysis,
adjusting for other covariates. We will adjust for multiple comparisons using methods such as a Bonferroni
correction or FDR-based adjustment [135, 136]. Also, we will use dimension reduction tools such as hierarchical
clustering and principal component analysis to reduce the number of relevant variables. We will also analyze the
genotyping data using SNP-sets analysis, which is a logistic kernel association test [134]. Standard analysis of a
GWAS, which focuses on assessing the association between each individually genotyped SNP and disease risk,
sometimes suffers from limited reproducibility and difficulties in detecting multi-SNP and epistatic effects. In
contrast, SNP-set analysis, which borrows information from different but correlated SNPs grouped on the basis of
genomic structure or prior biological knowledge, e.g., exons, introns, promoter regions, genes, and pathways, offers
improved reproducibility and increased power. This will be of interest due to the use of the minimotif SNP sets.

Analysis of the structural variants: Mark Gerstein’s lab has extensive experience in large-scale variant calling
and interpretation through being active members of the 1000 Genomes Consortium, especially in the analysis
working group and the structural variant (SV) and functional interpretation (FIG) subgroups of the consortium. We
have a lot of experience in large-scale structural variant calling [137, 138, 139, 140]. We have developed a number of
SV calling algorithms, including BreakSeq, which compares raw reads with a breakpoint library (junction mapping)
[141], CNVnator, which measures read depth and estimates copy number variation [142], AGE, which refines local
alignment [143], PEMer, which uses paired ends [144].

We have extensively analyzed patterns of variation in non-coding regions, along with their coding targets
[145, 146, 147]. We used metrics, such as diversity and fraction of rare variants, to characterize selection on various
classes and subclasses of functional annotations [145]. In addition, we have also defined variants that are disruptive
to a TF-binding motif in a regulatory region [148]. Gerstein lab also used allelic variability to prioritize regions of the
genome. Our variant analysis work includes AlleleSeq [149], a computational pipeline to identify allele-specific
events, and AlleleDB, our database connecting single nucleotide variants with allele-specific binding and expression.
We also used networks as a framework for integrating a great variety of genomic variation/mutation data across
individuals and organisms and studying their impact on biological systems [150, 151].

In this project we will build on the variant annotation and characterization tools to develop novel
computational pipelines that identify variants that are significantly associated phenotypic variation and disease in
humans. We will first utilize the BreakSeq algorithm’s output on breakpoint analysis and combine it with the
minimotif information. This will enable us to stratify the breakpoints with respect to the nearby minimotifs. We will
next build a model that correlates the variation in the minimotifs and the existence of breakpoint among 1000
Genomes individuals. Followed by this we will combine this model with the gene expression levels from the
GEUVADIS project to identify the minimotifs that are associated with breakpoints and gene expression levels. We
will also use the GTex project’s tissue specific expression data to classify the eQTLs with respect to tissue specificity.
Likewise, we will use 1000 Genomes data to identify the population specific eQTLs in minimotifs.

We will next focus on allele specific analysis of the minimotifs. For this, we will first query the AlleleDB
web site for the minimotifs to evaluate whether there is enrichment for certain minimotifs in the database. We will




then extend the AlleleSeq pipeline for identifying the allele specific effects in relation to the minimotifs. For this, we
will first build the diploid personal genomes, then map the RNA sequencing reads to the diploid genomes. We will
then use the heterozygous SNV calls within minimotifs and estimate the unbalanced allelic events using the
AlleleSeq’s statistical machinery. In particular, we will model the dispersion in RNA-seq read counts so as not to bias
the allelic calls because of the reference bias. We will finally focus on the structured non-coding regulatory elements
and evaluate how they are effected by the minomotifs. Many regulatory non-coding RNAs have been shown to have
motifs with stable secondary structures that are vital for their function. For this, we will use our RNA secondary
structure prediction pipeline, incRNA [152], and modify it to identify the structured RNAs around the minimotifs.
We will then focus on these regions and evaluate how the variation in the secondary structure around the minimotifs
may be related to changes in expression of nearby genes. We will build a multivariate computational model that
accounts for many factors like existence of nearby variants.

C.2.2. Aim 2: Phenotype-Genotype Correlational Study:

A main problem of interest to biologists is to study the correlation between phenotypes and genotypes. This problem
takes as input (say) two groups of individuals separated based on some phenotype, together with their genotypes and
SV information and the task is to identify the most relevant SNPs and SVs that can explain the groupings. In this
context, SNPs or SVs can be substituted with any type of genetic variations. In Aim 2 we propose to develop novel
algorithms for the study of phenotype-genotype correlations. Aim 1 helps in identifying a small subset of SNPs and
SVs that are very likely to be the most important causes for phenotypes. In Aim 2 we will work with this reduced set
of attributes. It is conceivable that this set can be reduced further. Our prior approach [110] is based on two
paradigms: gene selection [116] and random projections [1] to identify a subset of SNPs from a set of SNPs that can
altogether differentiate two groups of individuals efficiently and reliably within a short amount of time. In the first
approach, we employ gene selection (GS), a feature selection algorithm, to identify the k most relevant SNPs (where k
can be chosen by the user) to differentiate a group of individuals from another. To validate this approach, we
computed the p-value for each of the SNPs. It is found that a significant number of SNPs selected by GS has a very
low p-value. In the second approach, we employ random projections to project the original data into a space of
dimension d (where d can be chosen by the user). We then compute a subset of dimensions which can together
differentiate two groups of individuals. We have done this in two steps. We first use GS to pick the best m SNPs (for
some suitable value of m) and then project the points onto a k-dimensional space for various values of k. GS is then
employed to identify a subset of dimensions that can best predict a particular class of subjects. Both of these
approaches have yielded very good outcomes in the context of opium addiction analysis [110]. They also outperform
one of the currently best performing algorithms [105] in terms of predicted accuracy and runtime. In this project we
plan to employ these (with suitable modifications). We also propose to employ the k-locus association problem
formulation for phenotype-genotype correlational study. We provide details on these approaches next.

C.2.2.1. Gene Selection: Gene selection is a classification algorithm based on support vector machines (SVMs).
The aim of gene selection algorithm is to identify the (smallest) subset of genes responsible for certain event(s) [116].
Please note that even though in the gene selection algorithm we refer to genes, the algorithm is generic and in general
a ‘gene’ should be thought of as an arbitrary feature. Gene selection is based on SVMs and it takes as input n genes
91,92, 9n, and [ vectors vy, vy, -+, v;. In our study, each gene corresponds to a genetic attribute (a particular SNP,
for example) and each vector corresponds to a subject. Each vector could be of the following form: v; =
xt,xZ, -+, x",y;. Here x] is the value of the j™ gene g ; for subject i. The value of y; is either +1 or -1 based on whether
the subject i has a specific phenotype or not. The problem is to identify a subset of genes g}, g7, -, g/" sufficient to
predict the value of y; for any subject i. Given a set of vectors, the gene selection algorithm learns to identify the
minimum subset of genes needed to predict the event of interest and the prediction function. These vectors form the
training set for the algorithm. Once trained, the algorithm is provided with a new set of data which is called the test
set. The accuracy of gene selection is measured in the test set as a percentage of subjects for whom the algorithm
correctly predicts the phenotype of interest. The procedure solely relies on the concept of SVM.

[38] introduced a naive gene selection algorithm called sort-SVM. Here the genes were sorted according to
their corresponding weights and a subset of genes was selected from the sorted sequence and thus discarded the
redundant information. The authors also developed an algorithm called Recursive Feature Elimination (RFE) which
is based on the sensitivity analysis proposed by [52]. In [116] we have presented a more efficient algorithm called the
Greedy Correlation Incorporated Support Vector Machine (GCI-SVM) algorithm. The main idea is to sort the genes



according to the norm of the weight vector corresponding to these genes. GCI-SVM brings the concept of sort-SVM
and RFE-SVM together which makes it more efficient. We will employ GS on the attributes identified in Aim 1.
C.2.2.2. Random Projections: Given that the number of genetic attributes could be very large, we can obtain
huge computational efficiencies (without sacrificing much on the quality) by reducing the data dimension. Mapping a
set of points from a higher dimensional space to a lower dimensional space in such a way that the pair-wise distances
are closely preserved is a problem that has been studied widely. A finite set of n points in a d-dimensional Euclidean
space can be represented by a matrix 4,4, where each row represents a point in d dimensions. The objective is to
identify a mapping f: R - R* with negligible distortion in the distance between any pair of points. Here k is the
dimension of the reduced space. [43] have given an elegant randomized mapping such that the original pairwise
distances are e-preserved in the k-dimensional space. Their theorem establishes the existence of a O(log n)-
dimensional space that preserves distances closely with a high probability.

We can use random projections in conjunction with any feature selection algorithm. We expect Aim 1 to
identify around 10,000 attributes. This is because in our prior analysis we have found that the number of minimotifs
found in the human genome is around 10,000. This itself is a huge reduction (from the millions of SNPs that have
been identified for the human genome, for example). Random projections will be employed to further reduce this
dimension. There will be two phases. In the first phase we will reduce the data dimension and in the second phase we
will employ a feature selection algorithm such as GS on the reduced data set. The quality of output will be judged
using p-values and other statistical analysis techniques described in Section C.2.1.

C.2.2.3. k-locus Association Problem Formulation: The problem of identifying the most relevant variations
responsible for a specific phenotype can also be formulated as the k-locus association problem. This problem can be
thought of as the problem of identifying the most relevant k variants responsible for a disease. Most of the techniques
in the literature only work when k=1. The problem is much more difficult when k>1. The real cause for a disease
could be a combination of (10s or even 100s) of variants. The two-locus association problem is defined as follows.
Input is a matrix M of size (m,; + m,)xn where m; + m, is the number of subjects each with n attributes (SNPs, e.g.).
Here m, is the number of cases and m, is the number of controls. There are three possible values for each SNP,
namely, 0, 1, or 2. The cases are of phenotype 1 and the controls are of phenotype 0. Rows 1 through m; of M
correspond to cases. Let this submatrix be called A. Rows m; + 1 through m; + m, of M correspond to controls and
let this submatrix be called B. Each column of M corresponds to an SNP. The two-locus association problem is to
identify the pair of SNPs whose statistical correlation with phenotype is maximally different between cases and
controls. As mentioned in [2], the goal is to identify the pair: argi’r?axlpA(i’ j) — Pg(i,j)|. If Q is any matrix, then,
Py (i,j) denotes the correlation between the columns i and j of Q.

The algorithm of [2] exploits the light bulb algorithm of [81] and locality sensitive hashing (LSH) [13].
They use LSH to transform matrices A and B to A’ and B’, respectively. In particular, each column c; of A is converted
to a column ¢; of zeros and ones. The size of ¢; is 1xm; and the size of ¢; is chosen to be u = max {m,, m,}. The matrix
B is also transformed into B’ in a similar manner using LSH. Followed by this, the pair of interest is identified. To be

Table 1: Run times Comparlsor} precise, using A’ and B’, the matrix D is formed where D = [A’ A—’]
n Brute force| Our algorithm _ B' B’

50K 4.97 0.13 Here B’ is obtained from B’ by complementing every element of B’. Note
100K 19.00 0.22 that D is of size 2ux2n. Let D; ={1,2,---,n} and D, ={n+1,n+
300K | 178.23 0.87 2,---m,2n}. Consider all the pairs of columns (i,j) such that i €
500K | 482.30 1.35 D;andj € D,. From out of these pairs, identify the pair (i’,j") of
1,000K | 1867.05 3.48 columns with the maximum number of matches. If i’ = aand j' =n + b,

then (a, b) is the pair of interest. This pair can be found using the light
bulb algorithm of [81]. In our recent work [86] we have introduced some novel mapping schemes to avoid LSH and
speedup the solution of the 2-locus problem. Experimental results reveal that our algorithm is faster than that of [2].
Table 1 presents a comparison of our algorithm and the brute force algorithm for the 2-locus problem.
Times are in minutes. Our algorithm is also more than 2 orders of magnitude faster than the best known algorithms
published in the literature [86]. When k is more than 2, the technique of forming the above matrix D does not work.
Specifically, it is not clear how to identify the least correlated k bulbs from out of n given bulbs except for doing a
brute force search (that will take O(n*) time). We have developed the following greedy algorithm. First use our 2-
locus algorithm to identify the most correlated m pairs of SNPs (for some suitable value of m). Let S be the set of
these pairs. For each pair (a, b) in S we do the following: Add (a, b, c) as a candidate triplet to a set Q, for every SNP ¢



other than a and b. After forming the set C in this manner, evaluate each triplet in C and identify the best triplets. We
are in the process of testing this algorithm. We also believe that random sampling can play a major role for this
problem. A simple strategy is to pick a random sample and analyze this sample to identify the best triplets. We also
plan to develop randomized algorithms.

Table 2: Runtimes Table 2 shows the run times of the brute force algorithm for solving the 3-locus

n Run time | ,,;5hlem. This algorithm takes cubic time. In this table n stands for the number of SNPs,
1,000 28 s s for seconds, m for minutes, h for hours, d for days and y for years. Run times in bold
2,000 223 S face are estimates. For one million SNPs the expected run time is 628 years! Thus it is
3,000 763 s very important for us to develop novel algorithms. Given the complexity of the problem,
4,000 21m parallelism is needed to reduce the run times. Also, the brute force algorithm will end up
5,000 58 m generating a cubic number of triplets not all of which can be stored in the core memory.
10,000 5.5h This means that these intermediate data will have to be stored in secondary storages
100,000 229d such as disks. Data access from disks is very time consuming and we need efficient out-
1000,000 | 628y of-core algorithms. For instance if we have one million SNPs, the number of triplets is
1.67 x 107, If each triplet takes 9 bytes, then the amount of secondary storage needed

will be 1500 petabytes!

Handling structural variants: SNPs corresponding to minimotifs are expected to correlate well with phenotypes
(such as diseases). It is conceivable that for some specific phenotypes this may not be the case. In this cases
minimotif SNPs in conjunction with other structural variants (SVs) could display a high correlation with phenotypes.
We will also expand our minimotif database in MnM using the tools that we have already developed for populating
MnM. The combination of SNPs and SVs can be handled using all the algorithms discussed above for correlations
finding. As an example, consider the 2 locus problem. The input for
this problem can be thought of as matrices where the elements are o,
1, or 2. We can convert the SVs data into this format. For instance, if
y = we have categorical SVs they can be easily represented in this format.

s Crawler : If a SV is real valued, it can be discretized and mapped to binary
strings. We will employ this approach to combine SNPs and SVs in
building correlation models.

Figure 2: Crawling and Mining a
i C.2.3. Aim 3: Validation of our approach using text mining
and cross validation

C.2.3.1. Rationale: Validation of our approach is a critical task. In
Aim3 we will evaluate and validate our computational approaches using publicly available datasets and the literature.
If there is an algorithm that predicts the genotypes responsible for a phenotype, there are two ways of validating the
predictions. The first way is to employ biological experiments involving human subjects. The other approach is to
check if the computational predictions coincide with what scientists have reported in the literature using biological
experiments. It is conceivable that most of the papers in the literature report only single variants associated with
diseases. Once an algorithm is validated in this manner, then our confidence in the algorithm will be established and
we could then use it for unknown phenotypes. Our project being mainly computational, we plan to employ this
approach. The employment of text mining in this manner is novel. PubMed will be one of our primary sources.

Our validations will be done for two specific diseases, namely, smoking addiction and schizophrenia. The
approach is generic and can be extended for any disease. As a part of the GWAS, various research groups have
conducted case-control studies for various diseases. These datasets are available in such databases as dbGaP. We will
run our algorithms on these datasets to identify the most significant genotypes that can be associated with the
different diseases. In order to validate the outputs of our algorithms, we will employ novel text mining techniques.
The idea is to collect all the information published about the different diseases in the literature. Specifically, we will
be interested in biological studies that report findings on biomarkers, genetic mutations, genotypes, etc.
corresponding to the diseases. We will compare the computational predictions with the experimentally validated
findings reported in the literature. A summary of the process is shown in Figure 2. The crawler will be collecting
articles from various sources and populate a database. The text miner will use this database to mine for relevant
articles. We can also think of the crawler as a filter that is more lenient than the text miner. We plan to make the
database created public and it can be accessed by other interested researchers.

C.2.3.2. Preliminary Progress: Research in medical and biological sciences has resulted in the generation of
voluminous datasets. As a result, retrieving information relevant to a specific topic has become a big challenge. In our



recent work we have presented generic computational techniques that can classify articles efficiently [128, 129, 130,
131]. Our algorithms are based on a number of elegant ideas (summarized below) and perform better than the other
known algorithms in accuracy and speed. Our algorithms have been tested in the domain of motif search. We have
used text mining to populate the database of MnM. In this project we will specialize them for genotype-disease
correlations. Depending on the performance of these algorithms in the new domain, we will modify them to obtain
optimal performance. If these algorithms do not perform well, we will develop classification algorithms based on
other learning algorithms such as probably approximately correct (PAC) learners and neural networks.

C.2.3.3. Our TextMine Algorithm
The basic problem of text mining can be stated as follows: given a research article (or an abstract), automatically rank
the article by its likelihood of containing information of relevance. One of the early algorithms for text mining in
biology is that of Goh, et al. [127]. This algorithm has been employed to characterize unknown microorganisms. In
[131] we have presented a paper scoring (PS) algorithm called TextMine that has a better performance than the
algorithm of [127]. TextMine has been used to identify papers containing information on minimotifs. We used a
subset of papers as a training set for training the PS algorithm. Each article in a research article collection A, which is
used for training, is read by hand and given a score of either o, indicating that the paper does not contain relevant
information, or 1, indicating that the paper has some relevant information. A crucial difference between our PS
algorithm and that of Goh, et al., is that PS algorithm provides an ordering of the papers instead of using a threshold.

The workflow for this phase consists of the following steps: We start with disjoint sets P, N, and T of abstracts (or
full papers), which are positive, negative, or not reviewed for minimotif content, respectively. Let W be the ordered
term vector found by taking all significant words from the documents of sets P and N. Words like “the”, “of”, “new”,
etc., that have no discriminatory value between P and N will not be in W. For each word w in W and each article a in
P we divide the number of instances of w by the size of a: this is the enrichment of w in a. Then, we sum these
enrichments over all articles in P and divide by the size of P to obtain an overall enrichment of w. We repeat this over
the set N, and subtract the result from wp to arrive upon a “score” for word w which ranges from -1 to 1. Higher
values indicate more positive association with minimotif content. We now have a vector of decimal “scores”, which
has the same dimension as W, with one entry per term in the term vector. Call this vector S.

Now, we compute a score for each unknown paper by combining word scores. This phase has the following steps:
1) Scan through the paper (or abstract) to count how many times each word w of W occurs in this article.
2) Construct a vector v of enrichment values of words in the paper in which the order corresponds with S.
3) Compute the correlation between v and S and obtain a Pearson's correlation coefficient pc for each paper. If X and
Y are any two random variables, then the Pearson's correlation coefficient between X and Y is computed as
EX—pux)E(Y-uy)

0x0y

and oy is the standard deviation of Y.
4) Thus, we have now computed a "score" of the article, which is the Pearson's correlation coefficient between the
scored words from the training set W and respective enrichments of those words in the article a.

The correlation coefficients for the lexemes range from -1.000 to 1.000. This score positively correlates with the
presence of minimotif content, as expected.

Improvements to TextMine:
We have improved the performance of TextMine further with the employment of a number of techniques including 1)
selecting the keywords in a careful way, 2) deterministic and randomized sampling, 3) Support Vector Machine
(SVM) [130], and 4) the Gene Selection algorithm [129]. In this project we will start with these algorithms and

specialize them for genotype-disease

, where uy is the expected value of X, uy is the expected value of Y, oy is the standard deviation of X,

_ Table 3: Representative Datasets . correlations. In [153] we have introduced a
Disease Data ID No. of subjects| |, o] randomized technique for feature
Breast Cancer phsooo812.vipt | 12,501 selection. This technique can be used in the
Breast Cancer phs000851.vi.pt | 5,367 context of any learning algorithm. We plan to
Breast Cancer phs000799.vi.p1 | 5,152 use this as well.
Parkinson’s Disease phs000918.vi.p1 | 11,402 C.2.3.4. Cross Validations
Parkinson’s Disease phs000196.v3.p1 | 4,011 Another computational technique we plan to
Parkinson’s Disease phs.000126.v1.p1 | 1,991 employ for the validation of our computational
Cardiovascular Disorders | phs000963.vi.p1 | 5,890 predictions is using the cross validation
Cardiovascular Disorders | phso01013.vi.p1 | 357 approach. The idea here is to employ




independent datasets. For the same disease independent teams have published (case-control) datasets. See e.g.,
Table 3. We will use one of these datasets (call it D1) and run our algorithms to produce predictions. For instance
these predictions will include a list of the k most relevant variants associated with the disease. We will run our
algorithms on a dataset (call it D2) published by a different group for the same disease to get predictions and
compare these with the predictions obtained for D1. In some sense we use D1 as training set and D2 as test set. A
close matching between the two predictions will add to the confidence in the predictions and the algorithms. We will
do this validation for different diseases using DbGaP.

C.2.3.5. Datasets to be used
We plan to employ all the genotype datasets publicly available for various phenotypes (especially diseases). dbGaP
will be one of the important databases that we plan to employ. We will also employ our crawler to identify other
relevant databases. dbGaP is a rich database that has large case-control datasets for various diseases. We have
identified several datasets for the diseases of our interest. Some of these datasets are summarized in Table 3. All of
these datasets are of the Case-Control type.

Most of the experimental results in the literature report single SNPs correlated with diseases. For these
results, we will run our algorithms for the case of k=1 and compare the predictions with the experimental results.

C.2.4. Algorithmic Techniques

C.2.4.1. Random Sampling

Our prior study has revealed that random sampling can be very effective for addressing motif search and text mining.
Sampling has served as an effective tool in the design of algorithms over a variety of models and for varying
problems. The idea of sampling is to pick a small subset of the input, process this subset, and infer certain global
properties of the input so as to be able to efficiently solve the problem under concern. An early example of sampling-
based algorithm is that of [35] for sorting. The idea here was to pick a random sample of keys, sort the sample, use
the sorted sample keys to partition the original input, and recursively sort the resultant independent parts. This idea
has since then been used to develop optimal randomized sorting algorithms on a variety of models (see e.g., [101],
[100], [45], [89], [91], [92], and [93]). Rajasekaran and Ramaswami [87] have proposed an elegant technique called
multi-sampling for the design of randomized algorithms. The idea is to perform random sampling at different levels
in the algorithm. We plan to use sampling extensively in this project.

C.2.4.2. Parallel Techniques

Given the high time complexities associated with the existing algorithms for solving the k-locus association problem,
parallelism could help tremendously. Parallelism could also help in Aim 1 where we have to deal with voluminous
datasets. The PI has an extensive experience in the design of efficient parallel algorithms for numerous fundamental
problems of computing such as sorting, selection, clustering, sequence assembly, motif search, Voronoi diagram, etc.
In this project we propose to design novel parallel algorithms for computational problems involved in Aims 1, 2, and
3. Emphasis will be placed for employing multicore architectures such as GPUs (e.g., [7]). The Booth Engineering
Center for Advanced Technologies (BECAT) at UConn houses a large CPU/GPU cluster with 6,248 cores and 14,336
GPU cores. A brief summary of our approach follows.

We have developed two general techniques for speeding up parallel computations, called LessTalk and
micro kernels. LessTalk enables one to reduce inter-processor communications and micro kernels help in reducing
the data access times. We have demonstrated the effectiveness of LessTalk in coastal wave simulations, biological
cells modeling, and fuel cells modeling [61] [94] [95]. LessTalk has yielded close to linear (sometimes super-linear)
speedups for these problems. The idea of LessTalk is to perform some redundant computations in order to reduce the
number of communication steps. Multicore achitectures such as GPUs will be utilized extensively in this project. In
our prior work we have developed a novel speedup technique for multicore machines. We have developed a micro-
threading framework realized by a nano-kernel implemented on top of each core [3] [4] [5]. We have tested this
framework on different kinds of algorithms and these results indicate that our framework yields a speedup of up to
500%. Micro-threads are small threads that context switch inside each core's local store whenever there is a memory
access wait time. Its context switching cost is relatively small compared to context switching the whole core's state to
main memory. This framework should hide memory latency and make it easier to program any multicore machine.
In this project we plan to exploit our nano-kernel framework on GPUs to solve compute-intensive problems.



C.2.4.3. Out-of-core Computing: Given the volume of data to be processed, the core memory of a typical desktop,
a server, or even a parallel computer may not be enough to hold all the data to be processed. Therefore, efficient out-
of-core computing techniques are necessary. Out-of-core computing refers to the case of computing where not all of
the data to be processed can be stored in the core memory of the computer used.

Processor speeds in computers have increased steadily over the years. However, disk access speeds have
not seen similar improvements. As a result, the I/O bottleneck has grown over time. Loading a register can take a
fraction of a nanosecond (1079 seconds), and accessing internal (core) memory takes several nanoseconds, but the
latency of accessing data on a disk is multiple milliseconds (103 seconds), which is about one million times slower
[121]! Even the fastest solid state drives (that are very expensive) are much slower than core memory. The latency of
solid state disks is several microseconds. Thus any innovations in minimizing the number of I/O operations could
yield great time improvements. Not many scientists have access to machines with core memories of the magnitude
that biological data require. Thus it is extremely crucial for the bioinformatics community to develop a library of out-
of-core algorithms and software that can be utilized by the community. In today's High Performance Computing
(HPC) systems, there exists a deep on-chip memory hierarchy. Future architectures are expected to have even more
levels of memory hierarchy. As a result, even in the context of HPC, out-of-core algorithms play a vital role. In this
project we propose to develop out-of-core algorithms for minimotif analysis and phenotype-genotype correlations.

In the past, we have developed novel out-of-core algorithms for sorting ([84], [93], [48]) and sequence
assembly [50]. This experience will be very valuable in this project. Out-of-core computing is vital in Aim 1 and Aim 2
because of the large sizes of the datasets and in Aim 2 because of the large sizes of the intermediate results generated.

C.2.5. Project Management
This is a multi-disciplinary project involving a computer
scientist (Rajasekaran—SR), a structural biologist (Schiller—
MS), a geneticist specializing in GWAS (Chen-XC), a geneticist
specializing in SVs (Gerstein-MG), and a statistician (Harel-
OH). Subsets of the team members have collaborated in the
past and published together. The PI of the project is
Sanguthevar Rajasekaran. He will be responsible for the overall
management of the project and all the sequential, parallel, and
out-of-core algorithmic aspects. Specifically, he will work on the following problems: out-of-core algorithms for the
minimotif analysis, incremental analysis of new genome sequences, parallel and out-of-core algorithms for the k-
locus problem, and text mining algorithms. Schiller will work on the biological aspects of the project. He will be in-
charge of identifying the types of analysis in Aim 1, and coming up with keywords for text mining. Schiller will also
work on augmenting MnM with functionalities relevant for GWAS. He will also work with Chen on the genetics part.
Chen will work on interpreting the results from the learning algorithms, and suggesting modifications to the
approaches. He will analyze the predictions of the computational algorithms with respect to various diseases,
especially for smoking addiction and schizophrenia. Gerstein will provide feedback on computational techniques,
identify datasets for validation, and provide guidance on all the genetics aspects. Harel will be in-charge of all the
statistical analyses especially in Aims 1 and 2. MS, XC, and MG will identify all the datasets needed for the project.

There are two post-doctoral fellows (PD1 and PD2), a Research Scientist (RS) and a graduate student (GA)
in this project. PD1 will work with Schiller and Chen and focus on the biological aspects of the project. (S)he will be
in-charge of implementation algorithms and methods pertaining to MnM and the statistical analyses involved. PD1
will also help on the analysis methods in Aim 1. PD2 and GA will work closely with the PI and OH on all aspects of
the project including algorithms, data collection, implementation of algorithms, analyses, and evaluating them. PD2
will be responsible for Aim 2 and GA will be responsible for Aim 3. PD2 and GA will be responsible for developing all
the professional quality software, preparing documents, disseminating the software, and addressing the needs of the
users. RS will work with Gerstein on SVs. Specifically, he will be in-charge of building variant annotation and
characterization tools to develop novel computational pipelines that identify variants that are significantly associated
phenotypic variation and disease in humans. MG will guide RS closely. Close interactions among the investigators
will always be kept. These interactions will be vital in sharing techniques and conducting cross-disciplinary activities.
The team will meet weekly once via video teleconferencing. Communication via email and telephone will happen
constantly as and when needed. A summary of the project timeline that is necessary to accomplish the proposed work
over the 5 year timeframe is shown in the above Figure. We expect that some seniors will also participate in
implementation aspects as a part of their senior projects.
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