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Response Letter
Response to Referee 1’s Comments

-- Ref1.1 –Mapping biases--

	Reviewer

Comment
	The most serious issue relates to the read-mapping procedure. In the Methods it states: "3) The filtered reads are mapped, using bowtie, to the maternal and paternal genomes. Bowtie was invoked with these flags: --best --strata -v 2 -m 1, which returns only unique hits within a minimum number of mismatches, up to two. 4) The two sets of mapped reads are merged into a single set, with each read represented at most once, using the better mapping from the maternal or paternal haplotypes." This mapping scheme does not properly guard against differential mapping biases. Consider the case where there is a SNP in a duplicated region, such that the ancestral allele matches the other genomic location, while the derived allele creates a unique sequence. Then reads carrying the derived allele map uniquely, while those carrying the ancestral allele fail to map. This generates an apparent skew towards the derived allele. Degner et al (2009; Bioinformatics) estimated that this type of mapping bias contributed a substantial fraction of the apparent cases of ASE in a similar RNA-seq data set and described a method for filtering out biased SNPs of this kind. This issue needs to be addressed before the article could be considered acceptable.

	Author

Response
	The reviewer raises a valid concern. In the revised manuscript we have estimated the size of the effect described by Degner et al. 2009 and shown that it potentially only affects a small proportion of our ASB sites. In particular, for each ASB SNP we considered the fraction of reads for the Pol II ChIP-Seq dataset mapping toward either allele independently. Heterozygous SNPs that have an even amount of reads mapping to both haplotypes (i.e. a mapping fraction around 0.5) and also exhibit ASB behaviour could not have been caused by the effect described in Degner et al. 2009. 

In addition to using all uniquely mapped reads mapped independently to each haplotype, we also considered the subset of reads uniquely mapping to both haplotype (not subject to the bias described by Degner et al. 2009). We observe that at most 15% of ASB sites show a bias in the ratio of reads towards one haplotype when using these two different set of reads and thus could be caused by read mapping bias due to genome duplications. Note, however this is an upper bound of the proportion of sites affected, since an alternative explanation is that sites that legitimately show ASB exhibit a skew towards one allele caused by a proximal heterozygous variant (within a read length of the ASB heterozygous SNP), which would cause reads to only map to one allele and not the other. 

We have included a discussion of this results in the main text (see below) as well as supplementary figure 4.

	Excerpt From

Revised Manuscript
	“It has been reported by Degner et al. 2009 that heterozygous sites showing apparent allele specific behavior can be caused by regions in the genome that have been duplicated. Thus even though there might be an even amount of reads from each allele only one of the alleles will have uniquely mapping reads which would lead to seemingly allele-specific behavior. In order to assess the size of this effect on our results mapping to the diploid genome sequence, we used the mapped reads for the Pol II ChIP-Seq data. At each SNP location determined to show ASB we computed the fraction of reads mapped to one allele over the sum of reads mapped to each allele (allowing for the reads to map to each allele independently) (for a plot of the distribution of sites for this fraction see Supplemental Figure 4). We observe that only a minority of the sites (less than 15%) shows a significant skew in the mapping fraction towards one haplotype (a fraction greater than 0.6). As valid ASB sites that contain additional proximal sequence variants (such as additional polymorphisms or indels) would also exhibit a mapping skew towards one haplotype, we conclude that this is an upper bound on the size of this effect and do not consider it significant.”


-- Ref1.2 –Add references--

	Reviewer

Comment
	P3: Two other references for allele-specific expression in these cell lines: Degner et al; Lalonde et al (2010; Genome Research)

	Author

Response
	 As the reviewer suggests we have included references to these papers in the introduction of the paper.

	Excerpt From

Revised Manuscript
	“By utilizing the actual sequence composition of the functional genomic sequence reads that overlap a heterozygous polymorphism it is possible to determine the sequences that originate from each allele separately (Degner et al. 2009, McDaniell et al. 2010, Montgomery et al. 2010, Pickrell et al. 2010, Lalonde et al. 2011).”


-- Ref1.3 –Consistency of ASE in genes--

	Reviewer

Comment
	P7: When a single gene has >1 heterozygous SNPs, how consistent are the measurements of ASE?

	Author

Response
	 We have performed this analysis and found that for genes containing more than one ASE heterozygous SNP, more than 81% of them showed consistent ASE from the same allele for all ASE SNPs. Some genes that do not have consistent allele-specific behavior could be due to allele-specific alternative splicing. We have added the following line into the manuscript describing this result.

	Excerpt From

Revised Manuscript
	“We found that for genes that contained two or more heterozygous SNP showing allele-specific behavior, greater than 81% of the time all the SNPs would show consistent ASE from the same allele (significantly greater than expected by chance), some of the exceptions could be due to allele-specific alternate splicing.”


-- Ref1.4 –X-inactivation--

	Reviewer

Comment
	P7: X-inactivation: "and 95% of these are expressed only on the maternal copy." Is this correct as written? 100% inactivation of repressed genes is quite a striking result. To what extent do the X-inactivated genes match the observations from Carrel + Willard (2005; Nature)?

	Author

Response
	This is correct as written. See the second half of table 4 for the results. We see that 75 of 94 (80%) genes that could have shown allele-specific expression show ASE, and of these 70 (95%) show expression from the maternal and 4 (5%) from the paternal allele (the remaining gene with ASE couldn’t be phased due to an ambiguous heterozygous SNP). We have compared the set of X-inactivated genes from Carrel & Willard and find … [[NEED TO DO]]

	Excerpt From

Revised Manuscript
	


-- Ref1.5 –note about QTLs--

	Reviewer

Comment
	It would be worth noting that some genes showing differential expression may not be controlled by QTLs (as readers may assume), but may instead reflect genomic imprinting or random mono-allelic expression (Gimelbrant et al 2007; Science).

	Author

Response
	 We thank the review for their comment and have a added a line to the discussion of the paper mentioning this.

	Excerpt From

Revised Manuscript
	“It is worthwhile mentioning that not all allele-specific expression is necessary controlled by eQTLs, some might be due to imprinting or random mono-allelic expression (Gimelbrant et al. 2007).”


-- Ref1.6 –Correlation of ASE and ASB--

	Reviewer

Comment
	P9: Correlation of ASE and ASB. Given that this analysis has been performed only on genes that show both significant ASE and ASB, a standard correlation analysis is inappropriate. Probably better would be a binomial sign test: ie, is there an excess of genes for which higher binding and higher expression are on the same haplotype? Secondly, it would be helpful to give this result separately for the sequence-specific transcription factors only, given that correlations for PolII and PolIII are not so surprising. Furthermore, the text seems to suggest that there should be 15 genes contributing to Figure 5b, but there are >>15 data points there. This suggests to me that some genes are represented by multiple data points, which would seem inappropriate given that the statistical test assumes each data point is independent.

	Author

Response
	 

	Excerpt From

Revised Manuscript
	


-- Ref1.7 –Calculation of FDR--

	Reviewer

Comment
	The calculated FDRs assume that under the null the data should be binomial with mean 0.5. But there may be small biases in the sequencing that depend on allele, and there may be duplicate reads that inflate the variance. It's difficult to resolve these issues, but it would be worth mentioning them.

	Author

Response
	 

	Excerpt From

Revised Manuscript
	


Response to Referee 2’s Comments

-- Ref2.1 –Clarification of comparisons--

	Reviewer

Comment
	Page 3: "Allele-specific behavior is presumably occurring...10 fold fewer heterozygous SNPs would only allow for 100 fold fewer comparisons between ASB and ASE SNPs to be made."

This argument may be unclear to some readers. Is this simply squaring 0.1? Should one at a minimum add "on average" or "approximately"? But isn't it much more systematic than random? For example, if any one of the SNPs in a transcribed region suffices for the ASE, then isn't it just a factor of 0.1 for the ASB and greater than 0.1 for the ASE? Perhaps a bit more empirical and quantitative statement would help.

	Author

Response
	We were trying the show that the number of comparisons between ASE and ASB SNPs scales quadratically with the total number of known heterozygous SNPs. This is of course an approximate statement. Thus 10 fold fewer total heterozygous SNPs would allows for a roughly 100 fold fewer comparison to be made. We thank the reviewer for their comments and have revised the sentence in the manuscript.

	Excerpt From

Revised Manuscript
	“When assessing the number of comparisons of allele-specific behavior between transcription factor binding and expression, 10 fold fewer total number of heterozygous SNPs would only allow for approximately 100 fold fewer comparisons between ASB and ASE SNPs to be made.”


-- Ref2.2 –typo--

	Reviewer

Comment
	Page 3: "for the cell lymphoblastoid cell line" should be 

"for the lymphoblastoid cell line"

	Author

Response
	 We have made this correction.

	Excerpt From

Revised Manuscript
	“…generated for the lymphoblastoid cell line GM12878,…”


-- Ref2.3 –Connect statements to data--

	Reviewer

Comment
	Page 4: "we will demonstrate it is necessary to have an independently determined set of SNPs, which are detected using direct sequencing of DNA such as was done by the 1000 Genomes Project." 

This is reiterated on page 5 and 10 and sounds plausible, but these three statements are not explicitly enough connected to the data supporting the claim.

	Author

Response
	 

	Excerpt From

Revised Manuscript
	


-- Ref2.4 –typo--

	Reviewer

Comment
	Page 5 & 11: "denovo" should be "de novo"

	Author

Response
	We have corrected these.

	Excerpt From

Revised Manuscript
	


-- Ref2.5 –Awkward phrasing--

	Reviewer

Comment
	Page 9: "allele-specific expression on the maternal allele ... maternal allele-specific binding." 

I'm guessing that means paternal undetectable, but the phrasing should be less awkward.

	Author

Response
	 We have edited the sentence to make it read more clearly.

	Excerpt From

Revised Manuscript
	“…has multiple heterozygous SNPs within exons which show consistent maternal allele-specific expression which agrees with the maternal allele-specific binding of another heterozygous SNP within a Pol II binding site proximal to the 5’ end of the gene.”


-- Ref2.6 –Unclear phrasing--

	Reviewer

Comment
	Page 10: "We find that a pair of TFs that regulate a single target gene or novel TAR are very highly coordinated" 

Awkward and unclear.

	Author

Response
	 We have rewritten the sentence to make it read more clearly.

	Excerpt From

Revised Manuscript
	“We find that for MIMs the regulatory allele-specific behavior is highly coordinated with the allele-specific expression of the target gene or novel TAR (p-value < 1e-3, Fisher exact test).”


-- Ref2.7 –typo--

	Reviewer

Comment
	Page 10: "in order to detected sites of allele-specific binding" should be 

"in order to detect sites of allele-specific binding"

	Author

Response
	 We have made this correction.

	Excerpt From

Revised Manuscript
	“…in order to detect sites of allele-specific binding…”


-- Ref2.8 –additional references--

	Reviewer

Comment
	Page 11: "In the future we imagine that the approaches presented here will be scaled up. The discovery of 

personal genomic sequence variants, such as being done by the 1000 Genomes Projects" 

This would be a good point to acknowledge that other groups are also determining haplotypes with and without trios, e.g. Hood, Shendure, and Quake labs.

	Author

Response
	We thank the reviewer for their suggestion and have included representative references as suggested.

	Excerpt From

Revised Manuscript
	“Other groups (Adey et al. 2010, Fan et al. 2011 and Roach et al. 2011) have also been developing methods for constructing haplotypes from sequence variants with and without trios.”


Response to Referee 3’s Comments

-- Ref3.1 –Comparison of mapping strategies--

	Reviewer

Comment
	(a) A comparison to what is obtained in terms of ASE with just mapping to the reference or with mapping to the reference but modifying the binomial distribution to take account the reference mapping bias as in Montgomery / Dermitzakis 2010.

	Author

Response
	We have performed the comparison the reviewer suggested and we see a significant improvement over both mapping to the reference genome and mapping to the reference genome using a modified binomial distribution. We have added a discussion of these results to the paper (which includes a additional supplementary figure).

	Excerpt From

Revised Manuscript
	“In order to assess the effect aligning the reads against the constructed diploid genome sequence for NA12878 versus using the reference genome sequence for determining the following analysis. For the RNA-Seq reads we also aligned the reads against the reference genome and determined allele-specific expression using an even binomial distribution (threshold applied in a similar manner). As an additional comparison we also the methodology of Montgomery et al. 2010 where a skewed binomial distribution is used with the reads aligned against the reference genome. Similar to Figure 2 we plotted the distribution of all expressed heterozygous SNPs (ASE SNPs in blue) for these two methods in Supplemental Figure 6. Using the naïve methodology with an even binomial we see the skew of the ASE SNPs towards the reference genome which is largely remove used the modified binomial test.  When comparing our set of 5,862 ASE SNPs determined using the personal genome we find that only 69% are shared with those determined using the naïve approach. Using the modified binomial methodology from Montgomery et al. 2010 we see an improvement (75% in common) however we still are detecting a significant number of ASE sites that were missed aligning to the reference genome and only modifying the binomial test versus using the correct diploid genome to align against.”


-- Ref3.2 –ASE and ASB for indels and SVs--

	Reviewer

Comment
	(b) A dissection of ASE and ASB events for indels and SV. One that demonstrates the value of this extra computational/experimental overhead (which relies on assembly and accurate phasing, here using family data). Can indel or SV ASB events be determined (I noticed that they are just filtered)?

	Author

Response
	 We have added a prototype analysis of allele-specific behaviour for ASE for known exons and novel TARs and ASB for Pol II and CTCF. We can determine allele-specific behavior using heterozygous indels and have included a brief discussion in the manuscript as well as an additional supplementary table. While heterozygous SVs can also be used to determine allele-specific behavior due their small number the number of ASE or ASB sites are very few.

	Excerpt From

Revised Manuscript
	“The AlleleSeq pipeline determines allele-specific behavior for genomic elements (transcribed regions or binding sites) that contain heterozygous polymorphisms. It is also possible to determine allele-specific behavior for genomic elements that contain a heterozygous indel. In Supplementary Table 2 we show the results transcribed exons and novel TARs as well binding sites for Pol II and CTCF that can be determined to show allele-specific behavior using a heterozygous indel to distinguish the haplotypes. We will not include these in the following analyses.”


-- Ref3.3 –Comparison with McDaniell et al.--

	Reviewer

Comment
	(c) Does the approach improve the results of the McDaniell / Birney 2010 paper? Since these are the same individuals.

	Author

Response
	As suggested we have performed this comparison and we find that applying a p-value threshold of 0.01 to the McDaniell ASB SNPs for CTCF on a set of common heterozygous SNPs that greater than 85% of the ASB SNPs are shared. In order to perform this comparison we processed the CTCF ChIP-Seq data from McDaniell et al. and have incoporated the results into all the analyses in our paper.

	Excerpt From

Revised Manuscript
	“We have also compared the ASB sites for the CTCF ChIP-Seq data from the AlleleSeq pipeline against those from McDaniell et al. 2010. Restricting the comparison to common heterozygous SNP between the two analysis (McDaniell et al. 2010 used an earlier set of SNPs for NA12878 from the The 1000 Genomes Consortium 2010) we find that greater using a p-value threshold of 0.01 on their results greater than 85% of the ASB SNPs are in common.”


-- Ref3.4 –Benefit of splice-junctions--

	Reviewer

Comment
	(d) What is gained or lost in terms of allelic events by mapping splice junctions? Or for reads that span splice junctions when included, versus held out, versus considered independently? I would consider that allele-specific alternative splicing has the potential to be assessed?

	Author

Response
	In table 4 we have broken out the ASE sites from reads aligning against the entire diploid genome (those labeled genes and novel TARs) versus those ASE sites determined by reads overlapping splice junctions (by aligning reads against maternal and paternal splice junctions libraries). We observer that a additional 50% of ASE sites are in the vicinity (i.e. read length) of a splice junction – this makes sense since the median length of a human exon is 150bp. Genes that contain multiple ASE SNPs that are inconsistent in terms of the allele being expressed could be due to allele-specific alternative splicing. We have added a couple lines discussing this results to the manuscript.

	Excerpt From

Revised Manuscript
	“We found that for genes that contained two or more heterozygous SNP showing allele-specific behavior, greater than 81% of the time all the SNPs would show consistent ASE from the same allele (significantly greater than expected by chance), some of the exceptions could be due to allele-specific alternate splicing.”


-- Ref3.5 –PWM analysis vague--

	Reviewer

Comment
	2) The correlation of ASB with PWM matrices is vague. For instance, the paragraph spends much time on the theory but concludes with the statement that many correlations were observed, providing no further details. It only specifically focuses on Max (which has a highly sequence specific PWM). This is highly unsatisfactory. Especially since Figure 3 had only about 10 data points.

	Author

Response
	 We thank the reviewer for their comments. We have added additional examples for CTCF binding sites and Pol II binding sites as a supplementary figure. We have added text to the manuscript to refer to these additional examples. 

	Excerpt From

Revised Manuscript
	“We also include in Supplementary Figure 7 additional examples of the correlation between motif fitness score and the allele being bound for CTCF binding sites containing CTCF motifs and cMyc motifs within Pol II binding sites. While all these examples do not contain many data points the trend is clear.”


-- Ref3.6 –Correlation of AE and GLF--

	Reviewer

Comment
	(3) 1000g VCF have genotype likelihoods. Is there any relationship between ability to call ASE and lower GLFs? 

(a) I found the investigation of ASE for non-synonymous variants interesting. Can the authors comment as to their confidence in the nsSNP calls?

	Author

Response
	 As suggested by the reviewer we have compared the distribution of all heterozygous SNPs and ASE SNPs versus genotype likelihood score (see Supplementary Figure 5). We see a slight enrichment of ASE SNPs with weaker scores however the vast majority (as will all heterozygous SNPs) have the highest possible genotype score (30). We have included a brief discussion of this result in the manuscript.

	Excerpt From

Revised Manuscript
	“SNPs determined by the The 1000 Genomes Consortium 2010 each have a genotype likelihood score. In Supplementary Figure 5 we plot the distribution of all heterozygous SNPs and the subset of ASE SNPs versus this genotype likelihood score. We see a slighy enrichment of ASE SNPs will lower scores, however the majority of SNPs from both distributions have the highest possible score.”


-- Ref3.7 –Minimum read depth--

	Reviewer

Comment
	(4) What is the minimum read depth used to assess ASE or ASB? 



	Author

Response
	We thank the review for this question. In the earlier version of the manuscript we had just required a sequencing depth of 6x. However we realized that this was not sufficient for all data sets in order to achieve the largest allowable p-value threshold (which corresponds the desired FDR threshold). Thus the minimum read depth varies depending on the dataset, for ASE it is 6x but for ASB it varies between 7x and 9x. We have added a discussion of this to the Methods of the manscript.

	Excerpt From

Revised Manuscript
	“In Table 4 we present the results for ASE and ASB calls for all the datasets. The first column of is the number of elements (genes, TARs or binding sites) that were sequenced sufficiently deeply in order for allele-specific activity to have been detected in that specific data set given the p-value used in order to obtain a 10% FDR threshold. For the RNA-Seq results 6x was sufficiently to obtain the maximum allowing p-value threshold. For the ChIP-Seq data sets the depth threshold required was 7x for Pol III, 8x for CTCF, JunD, cFos, NfkB and 9x for cMyc and Pol II. “


-- Ref3.8 –Base quality filters--

	Reviewer

Comment
	(5) Did the authors investigate different base quality filters? As such how many allelic events are driven through multiple unique mapping reads? Such that the allele is defined by the higher quality end of the read.

	Author

Response
	 We acknowledge that the reviewer raises an interesting point, however it is beyond the scope of this analysis to investigate the correlation between base quality scores of reads and other features. As part of the pipeline we do trim reads from individual flow cells in order remove bad quality bases at the end of reads – this is discussed in the Methods. We do this on a flow cell basis and not a read-by-read basis.

	Excerpt From

Revised Manuscript
	


-- Ref3.9 –Correlation of ASE and ASB--

	Reviewer

Comment
	(6) The section of correlation with ASE and ASB should perhaps discuss genome-wide correlations first and then the case examples. Furthermore, there are methodological details which should also be covered or moved to the Methods section. For instance, there is discussion of read depth filters without specifying what these were. Also it would be interesting to know how the p-value for the pearson correlation was determined for the 74 genes with ASE and proximal Pol II ASB sites. I.e. It isn't clear what the null is here (How many genes could have ASB but don't for which ASE is detected and vice versa?)

	Author

Response
	 

	Excerpt From

Revised Manuscript
	


-- Ref3.10 –Rewording of FDR discussion--

	Reviewer

Comment
	(7) I think the FDR calculation was well-designed. I expect though many of the false discoveries will be at lower read depths though. 

The authors appear too subjective in the discussion (i.e. there are too many qualitative statements which are not clearly enforced by some of the results). For instance, ASE and ASB are "fairly widespread". "while not perfect we see a significant degree of coordination between the two". This seems like hand-waving. I also think the discussion is rehashing the results too much and missing some of the major aspects behind this type of study, specifically that the effects of variation can be measured and carried through transcription factor binding to gene expression and such systems approaches will help uncover the mechanistic impact of multiple variants on organismal traits.

	Author

Response
	 

	Excerpt From

Revised Manuscript
	


-- Ref3.11 –Mispelling--

	Reviewer

Comment
	Minor point: diploidToVcf is mispelt once


	Author

Response
	This has been corrected, all occurrences are consistently spelled as vcf2diploid.

	Excerpt From

Revised Manuscript
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